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Editorial
From the minuscule to the gigantic
The PRACE Annual Report 2017 continues the
series with another set of success stories on the
variety of research projects undertaken in Europe
with the support of PRACE’s supercomputers.
While some of the featured projects work on
the smallest parts of nature – molecules and
atoms – others try to investigate phenomena
that can be counted among the largest known
to humankind: supernovae and solar winds.
Between those extremes, we find research on
rocket engine turbulence and oceanic chaos. Flip
to pages 9 to 26 to get a flavour of the variety of
HPC-supported science.
I am proud that PRACE is able to support
such a broad scope of research, and I use this
opportunity to call upon all researchers who
consider the use of HPC in whichever domain
they are active, to reach out to PRACE: our
Implementation Phase Projects offer a number
of ways to receive support to start working with
HPC. See pages 45 to 50 to find out more.
The attentive reader will also notice that some
of these projects work on different aspects of
the same field: DNA and proteins, or turbulence
and flows. In the coming years, with the arrival
of exascale computing it will become possible
to combine more often the results of different
research groups into larger projects that find
synergy and inspiration in the exchanges
between them. PRACE will be at the forefront of
this development, fostering exchanges between
academic researchers as well as between science
and industry.
To do this, we receive ongoing and invaluable
support from the European Commission, and
I am grateful to see that Thomas Skordas, of
DG Connect, agreed to give an overview on the
EC’s support to HPC in the coming years. I invite
you to read pages 28 to 30 for a to-the-point
explanation and outlook.

PRACE does not exist solely in the European
HPC ecosystem, we actively engage with
our peer organisations on other continents.
This Annual Report therefore features
an interview with Ugo Varetto, Executive
Director at Pawsey Supercomputing Centre,
who provides an Australian perspective on
HPC. PRACE and Pawsey are well underway
to signing a Memorandum of Understanding
to intensify the co-operation between our
organisations (pages 31 to 33).
As usual, this Annual Report reserves a
space for our Scientific Steering Committee
(page 8), our User Forum (page 27),
and this year for the first time also our
Industrial Advisory Committee (page 40).
These groups of people show a continued
dedication to PRACE and HPC in Europe, and
their opinions and ideas are highly valued by
all of us.
Last but not least, you can find in this
edition an overview of the events PRACE
was present at (pages 51 to 55), of the
PRACE Training and Outreach activities
(pages 41 to 43), and an update of the
PRACE Key Performance Indicators (pages
45 to 50).
This Annual Report will be available at
PRACEdays18, which will be held from
29 to 31 May 2018 in Ljubljana, Slovenia.
This year’s event will be held for the third
time under the umbrella of the European
HPC Summit Week. Next to PRACEdays18,
an interesting line-up of speakers and
workshops complete a week-long high-level
event. I am looking forward to meeting you
all there!

Serge Bogaerts
Managing Director of PRACE aisbl
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Serge Bogaerts

HIGHLIGHTS

Luxembourg joins the prestigious
European HPC Research
Infrastructure PRACE

Serge Bogaerts and Robert Kerger, welcomed by the UL HPC team during the official visit of the High Performance Computing facility of the
University of Luxembourg (UL) on 27 February 2018.
From left to right: Clément Parisot, Sarah Peter, Serge Bogaerts (PRACE Managing Director), Dr Sébastien Varrette (PRACE advisor for
Luxembourg), Prof Dr Pascal Bouvry (PRACE delegate for Luxembourg), Robert Kerger (advisor at the Ministry of Higher Education
and Research representing Luxembourg in the European Strategy Forum for Research Infrastructures (ESFRI)), Hyacinthe Cartiaux and
Valentin Plugaru.

“I am very pleased to welcome Luxembourg
as the 25th member of PRACE. Luxembourg
recognises the importance of HPC for
science and industry, and joining PRACE
will offer many synergy benefits to all
members. I am looking forward to a
fruitful partnership with Luxembourg in
the coming years”
- Prof Dr Anwar Osseyran, Chair of the PRACE Council

5

F

ounded in 2003, the University of
Luxembourg (UL) is the first and only
public university of the Grand Duchy of
Luxembourg. Multilingual, international
and research-oriented, UL is a modern
institution with a personal atmosphere, close to
European institutions, innovative companies and
the financial sector. Since 2007, the University
of Luxembourg has invested more than €9
million in its own High Performance Computing
(HPC) platform in order to support and drive
innovation within strategic research areas of
international importance, which are also closely
linked with the realities of Luxembourg’s society
and economy. Combining large computing
power and huge data storage capacities, the

HIGHLIGHTS
facility offers a competitive and attractive research
environment to ensure cutting-edge results. Today,
more than 460 computer scientists, engineers,
physicists, material science researchers, biologists,
and even economists have the opportunity to run
intensive computations and perform large-scale data
analysis as part of their research. This characteristic
distinguishes the HPC centre at the university from
many other HPC facilities, which often concentrate
on only one of these two pillars. A few examples of
selected use cases are provided below.
The HPC facility is managed by an expert team
under the responsibility of Prof Pascal Bouvry and
Dr Sébastien Varrette. Featuring several clusters of
compute nodes, the UL HPC platform has grown over
time thanks to the continuous efforts of the UL HPC
Team composed by Dr Sébastien Varrette, Valentin
Plugaru, Sarah Peter, Hyacinthe Cartiaux and Clément
Parisot. It now provides a total computing capacity
of 346 Teraflops (1 Teraflops = 1012 floating point
operations per second) and around 7 Petabyte of

Snow tire interaction (above) and a hydrodynamic parameters study within a
counter-current packed bed reactor (below) using eXtended Discrete Element
Method (XDEM). Credits: UL (LuXDEM).
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HIGHLIGHTS
shared data storage (1 Petabyte = 106 Gigabytes).
This makes the HPC center of the UL one of the major
actors in HPC and big data (BD) for the Greater Region
Saar-Lor-Lux.

Chaos-enhanced mobility models for multilevel swarms of UAVs. Credits: UL
(PCOG)

Due to its reputation and national expertise in the
HPC and big data domains, the UL has received
support from all public research centres in
Luxembourg and has been chosen by the Ministry
of Higher Education and Research (MESR) to
represent the country within PRACE. At the 27th
PRACE Council Meeting, held in Amsterdam on 17
October 2017, the PRACE members unanimously
approved the application of Luxembourg, which
became the 25th country to join PRACE. Prof Pascal
Bouvry and Dr Sébastien Varrette respectively serve
as delegate and advisor on the PRACE Council to
represent the country.
“The university is proud to represent Luxembourg
within PRACE. Complementary to its involvement
in several HPC initiatives at the national level (in
collaboration with five ministries) or in Europe
(ETP4HPC, EuroHPC, etc.), this represents a
new step validating the long running efforts and
developments around HPC made in the last 10
years,” says Prof Stéphane Pallage, rector of the
university. Prof Pallage welcomed Robert Kerger,
advisor at the Ministry of Higher Education and
Research representing Luxembourg in the European
Strategy Forum for Research Infrastructures
(ESFRI), and Serge Bogaerts, Managing Director
of PRACE (see photo) to the High Performance
Computing facility of the University of Luxembourg
on 28 February 2018. Also present at this high
level visit were the PRACE representatives of
Luxembourg and the UL HPC team.

The UL will continue to further develop its HPC
activities in the next few years: “A new Data Centre
is being built in Belval and will provide enough
space and power to extend the computing capacity
by a factor of 40 and the installed storage capacity
by four. Operational by 2019, this new facility will
definitively place our centre as one of the major
actors in HPC and Big Data within the Greater
Region,” comments Pascal Bouvry with enthusiasm.
Evolutionary Algorithms for the Inverse Protein
Folding Problem. Crédits: UL (PCOG/LCSB)

More information on hpc.uni.lu.
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(Above) Largest unit
cell of a molecular
crystal for which the
structure and stability
was calculated from
first principles density
functional theory
using FHI-aims within
a molecular crystal
structure prediction
procedure

FROM THE DESK OF...

The Scientific Steering Committee
Prof Erik Lindahl, KTH Royal Institute of Technology, Sweden.

T

ime flies, and we have now completed the
first year of operation under the new PRACE
2 model with more resources and a new peer
review process. While there are still many
challenges remaining, the Scientific Steering
Committee (SSC) is quite pleased with the direction in
which the infrastructure has developed.
From the user point-of-view, the largest change might be
in how project applications are evaluated. To help all
of you write stronger and more successful proposals,
I have taken this opportunity to expand on our ideas
with the new PRACE Peer Review Process.
PRACE relies on a separate Access Committee (AC) that
handles the ranking of all proposals, under the oversight
of the SSC. There are occasionally a large number
of proposals, and we rely on hundreds of external
evaluators in each call. To make their task manageable,
the PRACE office has to apply fairly strict administrative
checks and reject applications where substantial
information is simply not provided. Another challenge
with external evaluators is that each person might only
see 1-2 proposals, and apply very different standards in
scoring and comments. To avoid this, in the new peer
review system we rely quite heavily on the AC with
two dedicated rapporteurs for each proposal that are
responsible for summarising external reviews, but also
propose a more calibrated score based on discussion
between the entire committee and comparison to other
proposals. Using statistics from the first two calls, this
has resulted in scores that are more even between
application areas. For rejected proposals this should
provide much more predictable scores when you decide
to reapply after addressing comments. We have also
introduced a more strict half-time evaluation of multiyear grants. While we do not re-evaluate the scientific
rationale (that was decided in the first evaluation),
multi-year projects will be required to show they have
made progress in line with their plans and either
reached or re-evaluated their objectives. Finally, for new
applications it will be important to show that previous
projects resulted in good publications or other impact,
and applicants who have not submitted reports can
expect to have future projects rejected.

now and then. However, we have a joint interest in
showing that PRACE is a critical infrastructure for
supporting the best research in Europe, and that strong
peer review collaboration at a European level is in itself a
strong driving factor in improving the quality of science.

Prof Erik Lindahl
Chair of the PRACE SSC

We want more of you to participate in this process,
so to reduce the load on the AC members we are also
in the process of significantly expanding this group.
While we do not allow members of either the SSC
or AC to apply for resources (to avoid any perceived
bias), we hope this is a small short-term sacrifice
you will be able to make if asked to serve.
Beyond PRACE 2, we are delighted to see the
engagement in computing in Europe, with the
European Commission and many countries making
very strong commitments to expanding resources as
part of EuroHPC. Much work still remains, and from
our side we believe one of the critical factors is to
strengthen the scientific influence, collaboration and
prioritisation of resources throughout Europe, and
PRACE is the obvious organisation to handle this.
Since this coincides with the end of my term as
SSC Chair, in closing I would also like to bid a very
warm welcome to our new Chair Prof Sinéad Ryan,
and her newly elected Vice Chair Prof Núria López.
Both of them are outstanding representatives of the
European scientific computing, and I am confident
they will do a fantastic job in safeguarding the
interests of scientists in the organisation.

The point of this is of course not to make life for all of us
harder; as scientists, we are used to dealing with rejection
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SUCCESS STORIES

Particle acceleration in space
Magnetic reconnection occurs when magnetic fields in plasma reconfigure to explosively release
thermal and kinetic energy. It is thought to be the main physical mechanism for producing the highenergy particles that are measured throughout space. Prof Giovanni Lapenta of KU Leuven has been
studying this phenomenon using newly developed code.

A magnetic cloud and
a flux rope (current
density in green,
magnetic field lines in
blue and red). This type
of cloud can be found
around the Earth, and
is around twice the size
of the planet.

H

igh-energy particles are measured
ubiquitously in space. They are
detected by ground and satellite-based
instruments, and observed through
secondary radiation at all wavelengths,
from radio to gamma-rays. To spacecraft and
astronauts, such particles pose immediate danger; the
Earth’s atmosphere and magnetic field protect us from
their influence on the ground. However, these particles
are extremely useful for astrophysicists, as they are a
precious source of information about the most distant
objects in the universe.
Understanding the mechanisms that lead to the
creation of these high-energy particles remains
a critical puzzle for modern science. A team of
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researchers led by Prof Giovanni Lapenta of KU
Leuven has been investigating magnetic reconnection,
one of the main suspects in the search for physical
mechanisms that accelerate particles to high speeds.
Magnetic reconnection is one of the most striking
processes seen in the universe. It occurs when hot
charged gases in space, called plasma, reconfigure
their magnetic field lines. This releases a formidable
amount of energy as the magnetic field is converted
into heat and kinetic energy, accelerating particles
up to close to the speed of light. Reconnection
is believed to be the primary source of energy
release in solar flares, coronal mass ejections,
Earth’s geomagnetic storms, as well as in many
astrophysical and laboratory plasmas.

SUCCESS STORIES
Lapenta and his team have been performing
massively parallel simulations that track the
behaviour of particles and electromagnetic fields
in large three-dimensional volumes of plasma.
These will help to answer specific questions
regarding particle acceleration in magnetic
reconnection. “The goal is to use only first
principles,” he says. “This means only using
rock-solid equations we are certain to be true, and
avoiding the use of any simplifying hypotheses or
ad hoc assumptions.”
Every particle in a given simulation is followed
using the relativistic equations of motion, and
the electromagnetic fields are self-consistently
generated by the particles. “We have three
questions we are trying to answer,” explains
Lapenta. “First, is it reconnection itself, or some
associated phenomenon, that produces particle
acceleration? Second, are these acceleration
mechanisms efficient enough to explain all
observations? And finally, are our current models for
magnetic reconnection complete enough to take into
account all sources of particle acceleration?”
To achieve their goals, the team has developed
a new tool: a massively parallel particle-in-cell
code, called iPic3D, that is implicit in the way it
discretises time. All simulations proceed in time
steps; the particles are moved in small steps

Solar wind. The black lines
show the magnetic field
lines, the coloured dots are
regions of reconnection
while the D volume
rendering are regions where
energy is exchanged and
particles accelerated.

10

using the electromagnetic fields known at that
time, after which the fields are updated. Explicit
codes do this task in a simple way; they assume
the electromagnetic fields known and move the
particles in them. Then, after the new particle
information is gathered, the fields are updated. In
each step either the fields or the particles are kept
constant. “This approach can be seen like acting
in a theatre: each actor is quiet while the other is
talking,” explains Lapenta.
“Implicit methods, however, are more like a chorus,
with all actors singing together, and it is important
that they do it consistently to create a harmony
rather than a cacophony. With our new tool, we
move particles and fields together, keeping them
together in synchronicity throughout. The task is
more complex, but the steps we can take are much
longer, which allows us to look at larger systems
for longer times. This provides us with a critical
advantage when studying particle acceleration:
keeping harmony between particles and fields
ensure accurate energy conservation even for long
time steps. Our unique tool has been developed
for this purpose to work efficiently on the world’s
largest supercomputers.”
The simulations of space plasma performed
within this PRACE project have, for the first time,
reproduced the mechanisms of particle acceleration

SUCCESS STORIES
magnetic portals are typically associated with peculiar
configurations that directly control energy dissipation
in turbulent space plasma. “Despite the predictions
made by simplified models, we found that our ab
initio simulations predict a rather universal behaviour
of energy cascade,” says Lapenta. “Independently of
the initial magnetic field configuration, the fluctuation
spectra of the magnetic and electric fields had similar
shapes at the moment of peak dissipation.”

Planet-wide simulations of Mercury, showing the ion charge density in the
ecliptic plane illustrating the development of turbulence and reconnection.

observed in real plasmas, such as in recent space
missions (the European Cluster and the American
MMS missions) where plasma turbulence and the
correlated particle energisation were observed. The
results of the team’s study were recently published
in The Astrophysical Journal.
So what have the simulations shown? Turbulence and
reconnection were already known to be correlated.
Turbulence stirs plasma just like air turbulence
bumps passengers around on a plane. This stirring
and bumping creates conditions that lead to the
conversion of magnetic field energy into particle
energy: the mechanism known as reconnection.
Lapenta’s study investigated the relationship
between turbulence and magnetic reconnection
using self-consistent 3D plasma simulations. “We
made a direct comparison of our simulations with
reported observations of reconnection events
in space, investigating the properties of the
electromagnetic field and the energy conversion
mechanisms,” he explains. “In particular, we
were able to show the development of a turbulent
cascade consistent with spacecraft observations,
statistics of the dissipation mechanisms in the
turbulent outflows similar to those observed in
reconnection jets in the Earth-space environment.”
A key aspect of these mechanisms is the presence
of ‘magnetic portals’, regions in which the magnetic
field is configured in a way that is likely to produce
reconnection and accelerate particles. These
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This research has elucidated the relationship between
reconnection, particle acceleration and turbulence,
and has shown some distinct features that appear
to be universal and valid for all systems. Now,
Lapenta has his eyes set on further investigations
into these phenomena. “So far, we have focused on
how reconnection affects turbulence and particle
acceleration, starting from systems that were under
simple, controlled states,” he explains.

“Implicit methods, however,
are more like a chorus, with
all actors singing together,
and it is important that they
do it consistently to create
a harmony rather than a
cacophony. With our new tool,
we move particles and fields
together, keeping them together
in synchronicity throughout”
“However, nature does not progress from simplicity
to turbulent chaos. Nature progresses from one
turbulent chaotic state to another. In the future, we
need to start our simulations from more realistic
states where the system was already turbulent and
chaotic. We will then see if the same mechanisms we
have observed continue to be true.”

Project title: Particle acceleration by magnetic
reconnection in turbulence
Project leader: Giovanni Lapenta,
KU Leuven, Belgium
Project details: Awarded 45 million core hours
on FERMI hosted by CINECA, Italy

SUCCESS STORIES

Chaos in the sea: Characterising
intrinsic ocean variability
Recent models have shown that the ocean spontaneously generates strong intrinsic variability,
shattering the notion that its variability is driven by the atmosphere. The OCCIPUT project has
been examining this phenomenon using ensemble simulations, and has shown that it may have
significant influence on variables related to climate change.

C

limate modelling is an inherently
complex undertaking, due mainly to the
huge size of the system and the equally
large number of variables that can affect
its variability. At the heart of it is the
relationship between the Earth’s oceans and its
atmosphere, and unpicking how one impacts on the
other is an extraordinarily difficult task.
For many years, it was believed that ocean
variability, especially at low frequency (i.e. at the
timescale of years to decades), was due to its
interaction with the atmosphere’s variability. This
belief was based on low-resolution ocean models,
which were not able to represent the action of
small (so-called mesoscale) circulation structures,
and which showed that the ocean itself did not
produce any variability spontaneously.
However, around ten years ago, researchers
started working with higher resolution models
of the ocean, which showed that the global
ocean spontaneously generates a strong lowfrequency, intrinsic variability. Dr Thierry Penduff
explains how he and his colleagues came about
the discovery: “In a simulation spanning more
than 300 years, we forced our high resolution
ocean model with an atmosphere that lacked
low-frequency variability. To our surprise, what we
saw was that there was still a large low frequency
variability, and concluded that this must be due
to the ocean itself. This was not seen in previous
global simulations due to the low resolution of the
ocean models used.”
Although this phenomenon had previously been
predicted in idealised square-box models, this
was the first time it had been simulated at a
global scale in a mesoscale-resolving model with
realistic coastlines, topography, water masses
and other features. “This intrinsic variability

of the ocean that we saw was chaotic, with random and irregular phases,”
says Penduff. “It is essentially noise – it emerges even when variability
from the atmosphere is removed. At this point, another question presented
itself: would this ocean variability still be chaotic when the variability of the
atmosphere was re-introduced?”
Since 2014, Penduff has been leading the OCCIPUT project, which aims to
separate and characterise the intrinsic and atmospherically-forced components
of global ocean variability at low frequency. “The best way to decipher between
the oceanic response to the atmosphere and the noise generated by the ocean
itself is by using ensemble simulations,” he explains. “Using data from the last
56 years of atmospheric observations of wind, solar radiation, precipitation and
more, we carried out 50 simultaneous simulations of the global ocean for this
time period, each with slightly different initial conditions.”

“At present, our team is working
with models in which atmospheric
variability doesn’t respond to the
ocean. But in the real world, the
ocean is an important engine of
change in the atmosphere”
A PRACE allocation of 16 million computing hours on the Curie supercomputer
allowed the engineers and researchers to perform an ensemble of global
ocean/sea-ice turbulent simulations, using an adapted version of the NEMO
ocean model. Each member of the ensemble gave different trajectories of
the ocean’s behaviour due to the differing initial conditions. But, at the same
time, a common behaviour could also be seen in each member, caused by
the forced atmospheric variability which was the same for each of them. “By
observing what was happening around this ensemble mean — the behaviour
caused by the atmospheric variability — we saw another variability very
similar to the one we saw in our simulations ten years ago. So we have
shown that the intrinsic chaotic ocean variability is barely sensitive to the
atmospheric ‘pacemaker’.”
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SUCCESS STORIES

Forced (top) and chaotic (bottom) parts of the 0-700m Ocean Heat Content, averaged over 1997
The OCCIPUT project has mapped this intrinsic
ocean variability, examining its spectral properties
and its distribution at a global scale. Among
the most important findings is that it influences
variables that are highly important to climate. For
instance, in certain regions such as the Antarctic
Circumpolar Current, ocean heat content – a
measure of the heat contained in the top 700m of
the ocean – appears to be affected more by the
chaotic variability than the atmosphere.
These findings have significant implications for
the study of climate change. Up until now, most
studies carried out by the Intergovernmental
Panel on Climate Change (IPCC) have used
low resolution ocean models in which chaotic
variability does not emerge. Penduff believes
that the findings from OCCIPUT suggest that
using high resolution models in the future will be
essential, due to the links between the chaotic
variability of the ocean with variables that are of
high importance to climate. “At present, our team
is working with models in which atmospheric
variability doesn’t respond to the ocean. But in
the real world, the ocean is an important engine
of change in the atmosphere. So in future coupled
simulations, it is likely that we will see the
atmosphere behaving quite differently.”

The output of the project could also have an impact on the work of
observational oceanographers. Take, for example, the data gathered over
the last 25 years from satellites carrying altimeters, which have been
measuring local sea surface height at a precision of around 1cm. To interpret
this data properly in the context of climate change, oceanographers need
to understand the cause of the variability they are measuring. “We know
that the chaotic variability of the ocean extends to very low frequency, with
patterns sometimes moving up and down over the course of 50 years or so,”
explains Penduff. “Therefore, even after 25 years of measurements, certain
observed upwards or downwards local trends may be difficult to attribute to
a specific cause.”
This is the first time that ensemble simulations have been used to model the
global turbulent ocean over more than five decades, and these techniques
are currently being implemented to provide forecasts of ocean behaviour
similar to the weather forecasts we see every day. Weather prediction works
using ensemble simulations – the likelihood of a given outcome, such as
rain, is given by the percentage of members in an ensemble simulation in
which it occurs. Penduff and his colleagues are now working with French
ocean forecasting centre Mercator Ocean to further develop the same
probabilistic analysis methods for the ocean.

Project title: OCCIPUT — OceaniC Chaos: ImPacts, strUcture,
predicTability.
Project leader: Thierry Penduff, CNRS, France
Project details: Awarded 16 million core hours on Curie hosted by
GENCI at CEA, France
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SUCCESS STORIES

Starshock: Neutrino-driven
supernova explosions
Core-collapse supernovae have for many years puzzled scientists – the estimated shockwave
produced by the core of a dying star is not large enough to escape and cause an explosion. It had
been guessed that neutrinos may provide the extra energy needed, but it is only now that the
viability of this mechanism has been confirmed, thanks to three-dimensional simulations carried out
by Dr Hans-Thomas Janka and his colleagues from the Max Planck Insitute for Astrophysics.

S

upernovae are among the most spectacular events in the universe, the
explosive deaths of dying massive stars. They are are the birth sites
of neutron stars and black holes, and produce and disseminate heavy
chemical elements such as iron across the universe. Understanding
the explosion mechanism of massive stars is therefore of fundamental
importance for understanding the role of supernovae in the cosmic cycle of matter.
The process which brings about a supernova begins with a star with more than
eight times the mass of our sun. It evolves by “burning” nuclear fuel to successively
heavier chemical elements, until a dense, degenerate core made mostly of iron
builds up in the centre. At this stage, no further energy gain by nuclear fusion is
possible, because the binding energies between neutrons and protons in the iron
nuclei are at a maximum.

This iron core becomes bigger and bigger due to
the shell of silicon still burning around it which
deposits matter into it. Eventually, it passes a
threshold of mass after which its own gravitational
pull causes it to collapse in on itself and become
even denser. Now undergoing the transition to
a neutron star, its collapse only stops when it
becomes even denser than the nuclei of atoms.
At this point, the neutrons and protons contained
within resist further compression, causing the
central region of the core to “bounce” back,
sending a shockwave into the outer regions of the
still collapsing mass of matter.

Two volume-rendering images that show the violent non-spherical mass motions that drive the evolution of the collapsing 20 solarmass star towards the onset of a neutrino-powered explosion. The whitish central sphere indicates the newly formed neutron star, the
enveloping bluish surface marks the supernova shock. (Visualisation: Elena Erastova and Markus Rampp, Max Planck Computing and
Data Facility (MPCDF); copyright (2015) by American Astronomical Society).
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SUCCESS STORIES
It is this shockwave that begins the process of the huge explosion known as a
supernova. However, numerical simulations have shown that the shockwave
loses huge amounts of energy as it “fights” its way through the still collapsing
matter around it. It seems that there needs to be another source of energy to
add to this shockwave to make it energetic enough to propagate out of the core
and cause an explosion.
As far back as the 1960s it was speculated that neutrinos might be involved.
These high-energy elementary particles are radiated by various particle
reactions e.g. during the process of electron capture, when extreme
temperatures in a neutron star cause electrons and protons to combine to form
neutrons. If less than one percent of these neutrinos were absorbed into the
matter behind the stalled shock, they would heat it enough to make a healthy
supernova explosion possible.
Studying the mechanisms behind a supernova is easier said than done, though,
as Hans-Thomas Janka of the Max Planck Institute for Astrophysics explains.
“Directly observing the central region of a supernova is impossible due to the
huge amount of material surrounding it. There are also no lab experiments you
can do to study supernovae – you cannot explode a star in a lab! What you are left
with is computer simulations, which is what my group and I have been working
on for more than 20 years now.”

“Directly observing the central region
of a supernova is impossible due to the
huge amount of material surrounding
it. There are also no lab experiments
you can do to study supernovae – you
cannot explode a star in a lab!”
Simulations of supernovae involve a heady mix of stellar hydrodynamics,
neutrino transport physics, and the nuclear physics that dictates the
behaviour and composition of the interior of a neutron star. The complexity
of the numerical code required means that it has only been ten years since
computers became powerful enough to run these simulations even in two
dimensions. In 2014, Janka and his group were the first to carry out three
dimensional simulations of a supernova with state-of-the-art neutrino
physics, and Janka now believes they have the strongest confirmation so far
for the viability of the neutrino-driven mechanism.
Moving into three dimensions was essential for creating successful
simulations of supernova explosions. Two dimensional models assumed an
axis of symmetry to save on computational power, but this created artefacts
in the flow behaviour that enhanced some and suppressed other instabilities
that support the neutrino-driven mechanism.
In fact, the first three dimensional simulations that Janka’s team carried out in
2014 failed to produce explosions, but this was all part of the learning curve.
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“Although these simulations did not produce
supernovae, we discovered a number of new
phenomena concerning turbulence, instabilities,
and the physics dictating neutrino transport
inside neutron stars.”
Finally, in 2015, with new models and
various modifications to the simulations, the
researchers successfully produced supernovae
for 9.6 and 20 solar-mass stars and were able
to confirm the viability of the neutrino-heating
mechanism. “In my opinion we have a major
breakthrough; this 60-year-old problem finally
has an explanation,” says Janka. “Of course, we
now need to wait for other groups to confirm
our work with their own models, but we are very
excited with these results.”
Janka’s group is continuing to explore the topic in
a number of directions, including extending their
simulations both further forwards and backwards
in time. By looking forwards, they intend to predict
and explain observable properties of supernovae
and supernova remnants that can be seen in our
galaxy. And by extending the simulations back to
the minutes before core collapse occurs, they will
be able to reduce the uncertainties in the initial
conditions for supernova modelling. To this end,
they create a more accurate model of convection
in the progenitor stars that eventually turn into
neutron stars.
So far, the successful three dimensional
simulations have only been done at a somewhat
coarse resolution, and it will be a number of
years until computers exist that are powerful
enough to carry out computations with
considerably higher resolution. Until then, Janka
and his team can be motivated by the fact that
they have finally provided the crucial clue to
answering this major question in astrophysics.

Project title: Three-Dimensional Simulations
of Core-Collapse Supernova Explosions
of Massive Stars Applying Neutrino
Hydrodynamics
Project leader: Hans-Thomas Janka,
Max-Planck-Institut für Astrophysik, ,
Germany
Project details: Awarded 92 million core
hours on SuperMUC hosted by GCS at LRZ,
Germany, and 57 million core hours on Mare
Nostrum hosted by BSC, Spain
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Detecting post-translational
modifications with nanopore sensors
Tiny structures called nanopores are at the cutting edge of DNA sequencing technology, and
researchers from CNR led by Dr Fabio Cecconi are now investigating whether they can be used to
detect the structure of protein molecules.

C

ells inside our body are the location of
protein biosynthesis, in which ribosomes
build proteins by assembling sequences of
amino acids (using DNA as instructions) in
a process called translation.

But the process of making a fully functional protein
doesn’t stop there. Post-translational modifications
(PTM) are modifications made to proteins by enzymes
following protein biosynthesis. They can extend the
chemical repertoire of the 20 standard amino acids by
modifying existing functional groups or introducing
new ones such as phosphate.

Nanopore sensors have recently emerged as powerful tools for the detection and
analysis of various chemical compounds and biomolecules. Nanopore sensing
devices are single-molecule sensors able to detect, analyse and even manipulate
nanoscale constructs. A nanopore connects two electrolytic cells, across which
a voltage is applied to induce an electric current. The concentration, identity and
certain microscopic features of a molecule passing through the nanopore can be
inferred from the variation in the electric current, with each molecule having a current
“signature” associated with its passage.
Nanopore-based DNA sequencing is already well on its way to becoming a
practical, cheap and fast technique for analysing the human genome, and more
recent years have seen scientists exploring the possibility of using them to detect
proteins. A paper published in 2014 described experiments in which nanopore
technology was used in the detection of PTMs. It showed that different current
signals are associated with PTMs on specific areas of a protein. To follow this up,
a team from CNR led by Fabio Cecconi (along with colleagues Mauro Chinappi and
Emma L. Bonome) has been carrying out simulations with the aim of providing
theoretical support to these experiments, demonstrating the capability of
nanopore-based sensors for detecting PTMs.

“...we have realised that the detection of PTMs
can be achieved only after a clear fingerprint
for each part of the protein has been classified,
otherwise a misinterpretation of the current
signal is very likely”
Another aim of the simulations was to gain detailed chemical knowledge of
the process of a protein moving through a nanopore (known as translocation).
Previous experiments have shown that translocation of a protein through a
nanopore sensor is a multistep process. The readings from the sensor therefore
show a sequence of steps of different currents as the large protein molecule
moves through the pore, and these steps can be different depending on the
structure taken by the protein. Cecconi and his colleagues have set out to
establish links between the current levels being measured and the properties of
the specific conformation of the protein.
A molecule endowed with artificial dipole
approaching the nanochannel as a demonstration
of “nanopore tweezing”

Three main results have come from the project. The first concerns the
characterisation of ion and water transport through a popular nanopore known as
alpha hemolysin (αHL). At the beginning of the project, a couple of experimental
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papers were published suggesting that electroosmotic flow (the flow of water molecules associated
with the electric current) plays a crucial role in the
translocation of molecules through αHL. In a nanopore,
the current is due to positive ions that move in the
direction of the electric field and negative ions that
move in the opposite direction. Each ion brings a shell
of surrounding water molecules. If the two fluxes are
more or less equivalent, there is no net flux of water,
meaning electro-osmotic flow is absent. But if the
channel is more selective for one of the two ionic
species, the unbalance in the ionic fluxes gives rise to a
net transport of water molecules.
The αHL nanopore channel is able to generate
electro-osmotic flow because it is anionic selective
(i.e. the negative ion flux is larger than the positive
ion flux) and this can be modulated by changing the
pH of the solution. Cecconi and his team showed
that at lower pH, αHL interiors became more and
more positively charged and, consequently, the
pore became more and more anionic selective.
“This means that at low pH the electro-osmotic
flow increases,” he says. “Experimental evidence
shows that electro-osmotic flow can overwhelm
electrophoresis and that a peptide can be captured
by the pore against electrophoresis. Our simulation
was able to quantify this effect.”
The team’s simulations provided a clear indication of
the spatial structure of the various conformations of
proteins as they translocated through a nanopore.
“The simulation setup was the one we originally
planned in the project,” says Cecconi. “However, the
simulations were significantly more computationally
demanding than we imagined, because to check our
conclusions, we had to run several replicas of the same
translocation.”
As planned, the researchers also tried to measure
the current signals associated with each protein
conformation during translocation. “Unfortunately,
we realised that, beside the computational effort, the
large noise did not allow us to draw any definitive
conclusion. Despite this, the project has allowed us
to collect a lot of information and experience about
computational approaches to biopolymer translocation
processes that will be extremely useful for future
projects and investigations.”
While working on the project, the team also undertook
some parallel research lines on nanopore physics.
One of them focused on the development of new
techniques to trap generic molecules inside pores.

Alpha-hemolysin nanopore inserted in a membrane, with a peptide inside
and in a water environment.

Cecconi describes one of their findings: “We found that it might be possible to control
the capture and translocation of a neutral molecule inside a pore by adding a positive
and a negative tail on opposite sides of the molecule. We dubbed this technique
‘nanopore tweezing’”. The researchers had already developed a simple toy model
to explore this possibility, but the final convincing proof of principle was achieved
thanks to molecular dynamics simulations using PRACE resources.
It is fair to say that Cecconi and his team’s simulations have shown that there is still
much work to do in this field. “We have shown that when a protein moves through a
nanopore, it can occur in various different ways,” says Cecconi. “Although the general
features of these pathway are similar, the details of the specific conformations of the
protein can change. These details make the possibility of using molecular dynamics
simulations to predict slight changes in the current very small.
“Moreover, we have realised that the detection of PTMs can be achieved only after
a clear fingerprint for each part of the protein has been classified, otherwise a
misinterpretation of the current signal is very likely.” For this reason, the team are
now focusing on nanopore protein sequencing. They believe that this will be the first
and crucial step in the application of nanopores to proteomics.

Project title: (BINAPT) Application of biological nanopores for the
detection of protein post-translational modification.
Project leader: Fabio Cecconi, CNR, Italy
Project details: Awarded 35 million core hours on Curie hosted by GENCI
at CEA, France
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Stellar magnetism and
convective motion
The magnetic fields of stars are generated by the convective flows of gas that occur within them,
but as yet no predictive theory exists to explain how this happens. Motivated by this problem, Prof
Matthew Browning of the University of Exeter has been carrying out simulations of small stars
known as M-dwarfs.

3D volume rendering of two views (one from the top, one from the side) of a “local” calculation of convection near the surface of a star.

M

agnetic fields exist throughout the
universe at a wide range of scales.
The sun and other stars in the
universe generate their own magnetic
fields as a result of convective flows
that bubble hot plasma out to the surface. Sunspots
are one of the most well-known manifestations of this
phenomenon, produced when the magnetic field of the
sun concentrates enough to locally inhibit convective
motion and reduce the surface temperature in visible
darker patches.

The magnetic field of the sun also ultimately produces solar wind, where streams of
charged particles are sent out into the solar system. This can impact us on Earth in
various ways; spectacular northern lights are caused when these charged particles
burst into the Earth’s own magnetic field, and particularly strong solar wind has the
ability to completely knock out satellite communications.
Although it is well known that convective motion in stars generates their magnetic
fields, no predictive theory yet exists to explain how this happens. Now, researchers
from the University of Exeter led by Prof Matthew Browning are harnessing the power of
high performance computing to create sophisticated three dimensional models of the
magnetism in low-mass stars called M-dwarfs. They hope to uncover the mechanisms
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these planets, so it is possible that the environment on their surface would be much
harsher than ours. It is hard to say whether this would make it harder for life to exist on
them, but it is worth taking into consideration.”
Stars are enormous objects, and as such the movement of gases in them happens at
an enormous range of scales. This makes it impossible to capture all of the convective
motion in them within one simulation, even with the most powerful supercomputers
available today. In this PRACE-supported project, Browning used simulations at two
different scales to get around the issue. One set, called global calculations, modelled
the entire spherical geometry of the star, while a second set looked at smaller sections
of the star. “In each set of simulations, we could resolve roughly the same range of
scales but starting from a different size,” explains Browning. “Each set answered
different questions about how magnetic structures are built in a star.”

Radial velocity (Vr) and radial magnetic field
(Br) on a particular spherical surface in a
“global-scale” simulation of the interior of
a fully convective star. The sphere has been
“unwrapped,” so all longitudes are visible at
once, in what is called a Mollweide projection.

by which the dynamo action of convective flows in
these stars lead to the creation of magnetic fields.
The calculations used in the simulations of M-dwarfs
involve the same set of fluid dynamics equations
used to model phenomena on Earth, such as the
flow of air over the wing of an aircraft, but with the
added layer of complexity of magnetism. These
magnetohydrodynamic simulations are extremely
computationally intensive, and can only be carried
out using high performance computing. This project
was awarded 19.6 million core hours on the Fermi
supercomputer as well as 9 million core hours on
MareNostrum to complete its calculations.
M-dwarfs are about a third of the mass of the sun, and
make up about 70 per cent of all of the stars in our
galaxy. One of the wider implications of studying them
is considering the possibility of life on planets outside
our solar system, as Browning explains: “Because these
stars are smaller and less bright than the sun, their
habitable zone – the area in which planets orbiting them
could plausibly have liquid water on their surface – is
much closer. The problem with this is that winds from
the star would likely have a much greater effect on

Convection dictates the movement of gas in the outer 30 per cent of the sun, but
the smaller size (and cooler temperature) of M-dwarfs means that they are entirely
convective. The velocity of convection is also a lot slower in M-dwarfs than in the
sun’s convection zone. However, despite such differing conditions, Browning and his
colleagues have shown that a similar variety of magnetic fields can be seen in both
types of object. “What we have seen is that M-dwarfs can build magnetic fields very
similar to the sun,” says Browning. “The difference lies in the relative roles that the
different ingredients play. Rotation matters more in smaller stars as it has a greater
affect over their slower convection, but in larger stars with higher convection velocities
the rotation has a less pronounced effect. Essentially, depending on the ratios
between the size of the star, the convective velocity, and where convection is occurring,
the role of rotation in terms of magnetic field generation can vary greatly.”

“The same physics operates in
all stars, but it leads to a huge diversity
in behaviour of their magnetic fields”
It is still early days for the researchers in terms of working out the wider
implications of their findings, but the general idea that low mass objects can build
similar magnetic fields to larger ones such as the sun already provides a great deal
of interesting detail. For instance, these findings can tell us about how the sun’s
magnetic field might have changed over the past two or three billion years, as its
rotational velocity has gradually slowed down.
“I think we are also getting a sense of the diversity of behaviour that is possible in
stars,” says Browning. “When people first started looking for extrasolar planets, they
thought other solar systems would look much like our own. As it turns out, there is
a huge variety of ‘oddball’ systems out there that continue to defy our expectations.
With this work, I think we have been similarly surprised. The same physics operates in
all stars, but it leads to a huge diversity in behaviour of their magnetic fields.”

Project title: Magnetism, buoyancy, and near-surface shear in simulations of
stellar convection
Project leader: Matthew Browning, University of Exeter, United Kingdom
Project details: Awarded 19.6 million core hours on FERMI hosted by CINECA,
Italy and 9 million core hours on MareNostrum hosted by BSC, Spain
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Wave of perturbation:
Protein-DNA binding allostery
Allostery is a well understood phenomenon in proteins, but less known is that it can also occur in
the context of DNA. A group from IRB Barcelona led by Dr Modesto Orozco have used molecular
dynamics simulations to show how a protein binding to DNA can send waves of information to
affect binding at another point.

M

uch of the functionality of the
genome is related to the interaction
between DNA and specific proteins.
To transcribe a gene i.e. to read
its DNA to produce a protein, a
protein called a transcription factor first has to bind
to a specific starting point in the gene known as
the transcription factor binding site. As well as this,
another protein – either an enhancer or a repressor –
then has to bind nearby to help fine-tune how the cell’s
machinery transcribes the gene. When these two types
of protein bind to the DNA, the three parts form what is
known as a ‘ternary complex’.
When a transcription factor binds to DNA, it has been
shown that it somehow physically affects the binding
site of the enhancer/repressor to influence its binding
rate. This process is known as allostery, and although
allostery is well understood in proteins, it has not been
well studied in the context of DNA.

of this paper and tried to explain their molecular basis at an atomic level using
molecular dynamics simulations.”
To carry out a direct comparison with the experimental data from the paper, the
researchers had to set up a huge number of different systems for their simulations,
varying the length of the DNA linker regions and looking separately at each step
of the thermodynamic process. “We had to simulate the DNA by itself, the DNA
with just the first protein, the DNA with just the second protein, and finally the full
ternary complex,” explains PhD student Alexandra Balaceanu. “Alongside the water
and ions that surrounds these molecules to mimic physiological conditions, these
simulations contain a huge number of atoms, and thus require a huge amount of
computational power.
The original paper did not clarify the mechanism through which the DNA
reacts to the first binding event to affect the secondary binding. In answering
this question, the researchers observed a far subtler change in the DNA than

A theoretical group from IRB Barcelona, led by Dr
Modesto Orozco, are experts in the modelling of
biological systems, specialising in the physical
properties of nucleic acids. Recently, they have been
using their knowledge about the dynamics and
conformation of DNA, along with their own stateof-the-art method for studying atomic systems with
molecular dynamics simulations, to investigate
allostery in protein-DNA complexes in a PRACEsupported project.
The motivation for this work came in the form of
an experimental paper (Probing allostery through
DNA, Science, 2013), as Dr Pablo Dans explains:
“Their research studied at the single-molecule
level a ternary complex between two proteins and
DNA. They saw that, depending on the length of
DNA between the two binding sites, there could be
either cooperativity or anti-cooperativity, meaning
that it could either become easier or harder for the
second protein to bind. We have taken the findings

Mechanism of DNA Allostery from an entropic perspective. Entropy is transferred
from entropy sources (base pairs depicted in blue on the molecular scheme) to
entropy sinks (base pairs depicted in red). Entropy sources drive the fluctuations
of entropy sinks and alter their conformational landscape, which in turn modulates
the binding affinity in those regions.
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expected. “Our simulations showed that the
structural response of the DNA when a protein
bound to it was transient,” explains Balaceanu.
“Waves of perturbations were sent through the
DNA that dissipated quickly in time, without
altering the equilibrium structure of the DNA.”
Intriguingly, the permanent structure of the DNA
was unchanged upon binding to the first protein.
Instead, the shape of the DNA changed in a
transient manner, with perturbations being sent
like waves from one binding site to the other in
the space of a few nanoseconds. This finding has
formed the basis of a new paper from the team,
which outlines how information can be passed
along DNA in such a way. Using sophisticated
techniques, the researchers have been able to
show correlated movements between the first and
second binding sites, which can be cooperative
or anti-cooperative depending on the distance
between the two.

“Perturbations in the DNA
are sent like waves from one
binding site to the other”
The perturbation information generated by the
primary protein binding event travels as a wave
to distant regions of DNA following a hopping
mechanism i.e. it does not go through each DNA
residue, but rather hops a few residues at a time.
This allosteric mechanism does not occur through
any traditional models, instead it is generated
by a subtle and less common entropy-mediated
mechanism which might play an important role in
explaining other DNA-mediated cooperative effects.
This entropy-mediated mechanism of allostery was
the focus of the second part of the study, which
examined how the thermodynamics of the binding
process were affected by communication between
the two sites. “We found that the entropy change
caused by the binding of the first protein was
favourable to the binding of the secondary protein,
but only when the length of DNA between them
was favourable,” says Dans. “This was in direct
agreement with the findings of the experimental
paper, and again showed that the outcome can be
either cooperative or anti-cooperative.”
Orozco’s group suspect that what they have seen in
these simulations may well be a common process

Extensive explicit-solvent molecular dynamics simulations of DNA duplexes
of varying length, as well as different stages of DNA-protein complexes
at atomic level reveal the thermodynamic undercurrent of the allosteric
communication through the DNA.

among similar ternary complexes comprising of proteins and DNA, but further
studies of such complexes would each require an entire PRACE-supported
project to complete. However, the researchers have gained some invaluable
knowledge and skills in the space of this study. “Being able to measure these
tiny structural and energetic fluctuations in the DNA, signals which are just
visible above the thermal noise of the simulation, was a tricky task,” says Dans.
“We worked out how to remove this noise and capture the data we needed, and
all this new methodological knowledge will come in useful for the study of many
other systems.”

Project title: Protein-DNA binding allostery
Project leader: Modesto Orozco, IRB-Barcelona, Spain
Project details: Awarded 29.2 million core hours on MareNostrum hosted by
BSC, Spain
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Open the cage: DNA nanotechnology
for drug delivery
Tiny nanostructures made out of DNA can be constructed to carry out all manner of sophisticated
tasks. Prof Mattia Falconi of the University of Rome Tor Vergata has been investigating methods for
opening and closing “nanocages” for the purpose of targeted drug delivery, and has opened up the
possibility of using the same technology to control the activity of enzymes.

A

round 30 years ago, American
nanotechnologist Nadrian Seeman had
a “eureka” moment. Inspired by an M. C.
Escher woodcut, he realised that it was
possible to build a three-dimensional
lattice out of DNA and, furthermore, that artificial
structures built out of DNA could be functionally useful
for the manipulation of other molecules. So was born
the field of DNA technology.

sophisticated functions, have been created. The
success of DNA nanostructures can be ascribed to
the many advantages of DNA as a building material.
Among these are its self-assembly properties, which
allow the construction of complex structures with
different functionalities. Some 3D structures, called
DNA nanocages, can hold molecules within them
and then release them when specific external stimuli
are present.

Since then, an increasing number of complex
DNA structures, some of them with incredibly

One of the intriguing potential applications of
nanocages is the encapsulation and controlled release
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Three-dimensional
models of the hairpin
DNA nanocages with
one hairpin-loop (left)
and four hairpin-loops
(right). The hairpin-loops
are highlighted by the
orange ribbons that
protrude from the cage.
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of bio-molecules for targeted drug delivery or other
advanced biomedical purposes. One example of such
a nanocage is the snappily named “covalently linked
truncated octahedron”, which opens and closes
depending on temperature, designed by a group led
by Prof Birgitta Knudsen of Aarhus University, and
simulated by Prof Mattia Falconi at the University of
Rome Tor Vergata. Cargo uptake in this DNA nanocage
was originally demonstrated by introducing four
DNA “hairpins” in one of the corners of the structure.
The idea was that at high temperatures, the hairpins
would loosen and the structure would open up in
one corner. This would allow the entrance of a cargo
protein, horseradish peroxidase (HRP), and eventually
the group was able to demonstrate successful and
reversible cargo encapsulation.

“Using DNA
nanostructures to control
enzymatic activity
represents a major step
forward in biotechnology”

dynamics simulations have helped the
researchers to improve the design, stability and
conformational properties of the nanocage.
The possibility of using DNA triple helices as pH
sensitive nano-switches to control the opening
and closing of the nanocage was also explored.
Accelerated molecular dynamics simulations of
triple helices, isolated and covalently bound to
the nanocage, were carried out in solution at pH
8 and 5. In the case of triple helices alone, the pH
dependent opening/closing mechanism was fully
confirmed by the simulations results. On the other
hand, the simulations of the triple helices linked
to the nanocage showed contradictory results,
indicating a closed nanocage structure even at
high pH conditions. “This behaviour was due to
the prevailing constraints imposed by the rigid
nanocage scaffold that impeded the pH driven
opening mechanism,” says Falconi. “These results
have promptly suggested a redesign of the pH
switch that has been “disengaged” from the rigid
nanocage scaffold through the introduction

However, molecular dynamics simulations indicated
that rather than facilitating a full opening of one corner,
the hairpin forming sequences introduced flexibility
into the structure. It was speculated that this could
allow HRP to enter into the cage at high temperatures,
but in an inefficient manner. The low efficiency of
this opening mechanism spurred the researchers on
to solve this problem, first by trying to optimise the
temperature dependent switch, and secondly by trying
out a newly designed switch sensitive to pH rather
than temperature. These investigations were facilitated
by the computing hours awarded in a recent PRACEsupported project called NANOCARGO.
Initially, Falconi and colleague Federico Iacovelli
analysed the performance of cargo uptake in their
nanocage, using simulations to investigate the
ability of structures with one, two, three, or four
hairpin forming sequences to allow entrance of
HRP at high temperature. “Simulations showed
that cargo uptake did not involve a full opening of
the structure,” says Falconi. “Rather, the uptake
mechanism represents a feature of increased
flexibility integrated into the nanocage structure
upon the addition of at least two hairpin-forming
strands.” The results obtained through molecular
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Three-dimensional
model of the triple helix
DNA nanocage. The
two triple helices are
highlighted by the grey
and green strands that
protrude from the cage.
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of spacer nucleotides.” Further simulations and
experimental studies have demonstrated the validity
of this new design, indicating that carrier nanocages
equipped with pH dependent nanoswitches can be
successfully implemented.
The temperature dependent opening/closing
mechanism of hairpin DNA nanostructure has
been completely understood and experimentally
tested, and the possibility of using triple helices,
constituting gates that can be operated by a pH
change, has been confirmed. The behaviour of
important structural components of these DNA nanostructures has been tested and described, indicating
favourable strategies for the design of new and more
complex nanocages.
More recently, in collaboration with Prof Ebbe Sloth
Andersen of the Interdisciplinary Nanoscience
Centre (iNANO) and the Department of Molecular
Biology and Genetics at Aarhus University, Falconi
and Iacovelli have been characterising a DNA
origami structure that will help to control the activity
of enzymes. This is of great interest in several
application-oriented fields, such as biotechnology,
nanomedicine and synthetic biology.
Using the latest design principles in DNA
nanotechnology, the researchers have been
simulating a DNA origami container called the “DNA
Vault” (DV). The DV is able to control the activity
of a single enzyme through compartmentalisation.
Inspired by compartmentalisation mechanisms
observed in living cells, this 3D DNA origami structure
is able to house and fully enclose an enzyme inside

its inner cavity, shielding it from its substrate. It is
expected that the generality of this approach will
allow for the control of a wide range of enzymes.
Falconi and Iacovelli intend to use molecular
dynamics simulations to investigate the “DNA
Vault” and improve its ability to incorporate and
shield the enzymes contained within, as well as
refine its opening/closing mechanism. “These
simulations, which will incorporate over 6 million
atoms, will provide deep insights about the
stability and flexibility of the overall DNA origami
structure, leading to the identification of possible
weak-points along the nano-container that we can
then redesign,” explains Falconi.
The design and assembly of innovative DNA
origami boxes capable of modulating enzymatic
activity represents a major step forward in
biotechnology. 30 years after the birth of DNA
nanotechnology, it appears that innovation within
the field is still happening at a voracious speed.

Project title: NANOCARGO - design of selfassembling DNA nano-cages provided with
pH and temperature controlled gates for the
target-delivery of biomolecules
Project leader: Mattia Falconi, University of
Rome Tor Vergata, Italy
Project details: Awarded 21 million core
hours on FERMI hosted by CINECA, Italy
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Combustion instabilities in
rocket engines
Combustion instabilities in rocket engines have the ability to reduce performance and even cause
catastrophic failure, but they are very hard to predict without the use of costly experimental testing.
Now, HPC tools have improved to the point at which Dr Thomas Schmitt and his colleagues at CNRS
believe they can start being used to simulate such large complex systems and hopefully predict
combustion instabilities.

C

ombustion instabilities are physical
phenomena occurring in a reacting flow
(e.g. a flame) in which perturbations,
even very small ones, grow and then
become large enough to alter the
features of the flow. In many practical cases, such as
in gas turbines and rocket engines, this can cause
catastrophic failure, or in less severe cases can lead
to decreased performance.

marked improvement in the tools used to look at
combustion instabilities. Nevertheless, combustion
instabilities can still not be predicted before fullscale tests so that the development of fundamental
knowledge as well as modelling and simulation
strategies constitutes a major issue. The physical
mechanisms leading to transverse instabilities
are not well understood; there is vital need for
fundamental research in this field.

The occurrence of combustion instabilities in
high-performance engines, and in particular rocket
engines is a major hurdle for industrial programmes.
Over some 70 years of development, most space
programmes have run into combustion instability
problems resulting in reduced performance, increased
costs and many failures. “At the moment, when a
rocket engine is designed you have to wait until it has
been built to find out whether or not there are issues
with instabilities,” explains Thomas Schmitt of CNRS.
“This is an incredibly expensive way of doing things.”

Schmitt and his colleagues have been working on
a PRACE-supported project called LEREC which
has been assessing the capability of large-eddy
simulations to predict transverse combustion
instabilities in liquid-fuel rocket engines. Taking
advantage of a unique experimental setup operated
by the German space agency DLR, they have
conducted the first unsteady reactive simulation of
a full engine-like configuration, from the injection
manifold to the outlet of a choked nozzle.

In recent years, advances in computational science
and high-performance computing have led to a

The experimental setup in Germany involved an
engine which, dependent on the conditions, could
be either stable or unstable. This worked as the
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perfect test case to try to see if the same two sets
of conditions in a simulation led to the two differing
results. “What we initially found was that both
simulations came out stable,” says Schmitt. “We
had no idea what had caused the instability in the
initial experimental setup, so it was difficult to
know whether we were missing something that was
triggering it. So, in our next run, we inserted artificial
perturbations into the simulations, and then
measured whether they grew or were dampened.”
This second run of simulations showed that the
unstable experimental setup caused perturbations
to grow and cause the system to become unstable,
but only if they were above a certain amplitude i.e.
it was shown to be non-linearly unstable. The stable
experimental setup on the other hand was shown
to dampen the perturbations no matter the level
they were. “This was a great result for us because it
meant that the simulation was able to recognise the
most unstable case,” says Schmitt.

“In the future I think
HPC simulations
will become hugely
important in
this industry”
The team also gathered a lot of data with the goal
of performing a dynamic mode decomposition,
which allows for different modes to be extracted
from each case. “What we found was that there are
two dominant modes in the unstable case,” says
Schmitt. “Using the dynamic mode decomposition,
we were able to extract these modes and see the
shape of the flow using 3D simulation. This goes
beyond what you would be able to measure through
an experimental setup.”
The experimental setups used to test engines are
essentially limited to saying whether a particular
setup is stable or unstable, and so the variety of
different data available through simulations is
incredibly useful for engine design. For example,
looking at the strong influence of acoustics on the
flame shape in the engine was only possible through
the use of simulations. The researchers showed
that when the system became unstable, there was
a strong change in the flame shape. This in turn had

knock–on effects on the acoustics, an effect which
had not been observed before.
The numerous coupling mechanisms observed in the
simulations have led the researchers into new areas
of study. Schmitt and his colleagues are now focusing
their work on single phase modulations, using large
eddy simulations to try and reproduce the coupling
mechanisms and to create simplified models of them.
Overall, the objectives of the project have been
achieved, both in terms of successfully simulating
such a large and complex system and being able to
(partially) predict combustion instabilities. Schmitt
hopes that in the future they will be able to see
the instabilities without having to insert trigger
perturbations, and believes this will be possible as
the methodologies improve. “In the future I think
HPC simulations will become hugely important in this
industry,” he says. “Eventually, the aim will be to be
able to accurately predict instabilities for any design
using reduced order models that are cheap to run.”

Collaborators:
Annafederica Urbano and Laurent Selle, IMFT, CNRS,
Gabriel Staffelbach and Bénédicte Cuenot, CERFACS,
Thomas Schmitt, Sébastien Ducruix and Sébastien
Candel, EM2C, CNRS, CentraleSupélec, Université
Paris-Saclay

Project title: LEREC - Large-Eddy Simulation
of a meso-scale rocket engine with selfsustained combustion instability
Project leader:Thomas Schmitt, EM2C, France
laboratory, CNRS, Ecole Centrale Paris
Project details: Awarded 80 million core hours
on FERMI hosted by CINECA, Italy
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FROM THE DESK OF...

The Industrial Advisory Committee
Dr Lee Margetts, Chair of the PRACE IAC

I

was very honoured to be elected as Chair
of the Industrial Advisory Committee (IAC)
in September 2017. Another long serving
IAC member, Prof Dieter Jahn (BASF), was
appointed Vice-Chair on the same date. We
also welcomed Tomi Ilijaš (ARCTUR) and Alain
Martin (EDF) as new appointees in 2017. Dieter
and I are founding members of the IAC, established
in 2013 to provide independent advice to PRACE
regarding their industrial engagement strategy.
Under the stewardship of Jürgen Kohler (Chair,
2013-2015) and Anders Rhod Gregersen (Chair,
2015-2017), we have seen the IAC take its place
as a critical component in the PRACE governance
structure. Jürgen and Anders were both passionate
about promoting industrial uptake of HPC and
seeing tangible evidence that this was happening, a
culture that Dieter and I promise to nurture.
What progress has PRACE made in 2017? To answer
this question, let’s review the three main avenues for
industrial engagement; SHAPE, the PRACE Training
Centres and Project Access. SHAPE is by far the most
successful activity, probably because it is a programme
specifically aimed at helping SMEs evaluate whether
HPC can benefit their business. Industry participation
in the PRACE Training Centres and Call for Proposals for
Project Access is currently much lower than we believe
it should be. Training and Project Access are geared up
for academic researchers, with industry access permitted rather than encouraged by design. This indicates a
need for more industry specific programmes like SHAPE
if we are to be successful in revolutionising European
industry through HPC adoption.

in stone. The most significant change between PRACE6IP and previous implementation phase projects is
proposed funding for an “Industrial Liaison Officer”.
With expert help from the IAC, this new post promises
to ensure that PRACE’s industrial engagement activities are well-conceived, beautifully executed, carefully
evaluated, and continuously improved.

Dr Lee Margetts,
Chair of the PRACE IAC

Looking forward, what can we expect from 2018?
Due to more effective marketing, supported by a new
industry portal on the PRACE website, we expect to
see an increase in the number and quality of SHAPE
applicants this year, as well as participants in PRACE
Training. Awards made through PRACE Project Access
are currently judged on scientific merits and we
believe this will continue to be a barrier for industry.
The IAC will work with PRACE to evaluate whether a
parallel call, possibly named “PRACE Industry Open
Access”, might be a productive way forward.
The IAC congratulates PRACE for what it has already
achieved for science, fostering collaboration between
European Member States and turning a shared vision
into a world leading supercomputing infrastructure.
Whilst the impact on European industry may be in
its infancy, without this foundation, discussions
regarding industrial uptake would be no more than
aspirations. If the PRACE-6IP project is funded, we
expect industry impact in the next three years to be
truly transformative; so it is imperative that Member
States, the European Commission, and other stakeholders continue their financial commitment to PRACE
and their unreserved belief in its mission and goals.

What has been the impact of the IAC? To be honest, the
IAC has been frustrated by not seeing its advice turn
into actions. Naturally it has been difficult for PRACE to
respond quickly, for example by putting more effort into
industry initiatives, because the current activities were
conceived a few years ago. New initiatives require additional effort, through new funding. Therefore, one of the
most constructive and noteworthy activities of the IAC
was input into the proposal for the 6th EU-funded PRACE
Implementation Phase Project (PRACE-6IP, see here:
www.prace-ri.eu/prace-implementation-phases/). This
has given the IAC the opportunity to help shape future industrial engagement activities before they have been set
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Q&A: Thomas Skordas
Thomas Skordas is the Director of Digital Excellence and Science Infrastructure at DG CONNECT.
We spoke to him about the future of HPC in Europe and why it is so important to maintain an
internationally competitive HPC ecosystem.

▶ What are your main goals as the Director of
Digital Excellence and Science Infrastructure
at DG CONNECT?

Thomas Skordas: The aim of the directorate is to
ensure leadership in future ICT Technologies and
Infrastructures and to help transform the way
research is conceived, practised, disseminated
and used.
What does that mean in practical terms? We have
four units in the directorate that are responsible
for our main activities.
The first unit focuses on developing and
promoting pan European e-Infrastructures and
delivering the science cloud all over Europe. We
are putting in place leading computing and big
data storage, and processing facilities and highspeed communication networks for enabling
researchers to deliver reusable and reproducible
research and innovation outputs.
Our second unit is the one familiar to PRACE
users as it covers high performance computing,
but it also focuses on quantum technology. It
will support research into exascale computing

technologies and HPC in general, as well as on
shaping the ramp-up phase of the Quantum
Technology Flagship and its further development
in FP9.
The third unit is on future emerging
technologies. It supports Europe’s excellent
researchers in their work to create tomorrow’s
technologies based on the most advanced
scientific knowledge. It aims at nurturing
emerging themes and communities by
addressing promising exploratory technology
areas with the potential to generate a critical
mass of research, and build a European pool of
knowledge and excellence for those themes.
Finally, the fourth unit is responsible for running
our other two Flagship projects, the Human
Brain Project and the Graphene Flagship, and
for preparing for new Flagships that could be
launched under FP9.

▶ What do you see as some of the greatest recent
scientific achievements made through HPC?
TS: HPC has become an indispensable tool for
modern scientific research. For example this
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was illustrated in 2013 with the Nobel Prize of
Chemistry awarded to Karplus, Levitt and Warshel
for their work on accurate multi-scale models
for extremely complex reactions combining
classical and quantum physics. The use of
supercomputers and HPC technologies (www.
prace-ri.eu/the-2013-nobel-prize/) continues to
expand our understanding of the physical world,
answering questions about the nature of matter
both at the subatomic level and at a larger scale.
HPC is a fundamental tool in the recent race to
discover exoplanets in the Milky Way (more than
3500 so far) and to analyse the universe’s origins
and evolution from phenomena like quasars,
black holes and supernovae.
The scientific advances in the study of climate
change and weather prediction are also of critical
importance nowadays. This understanding
is key for the future of our species and the
planet as a whole. HPC is used for ever higher
resolution simulations of the behaviour of
the oceans, the evolution of the ozone layer,
and the temperature and composition of our
atmosphere. In the past few years we have seen
great achievements, such as better prediction
of hurricanes and tornadoes, thanks to better
simulation models and the availability of better
supercomputers.

Thomas Skordas

I would also like to highlight the advances
in biomedical domains. In the last decade,

human disease genetics has been transformed
by novel genomic technologies that now
permit accessible sequencing of whole human
genomes. Using data acquired from molecular
dynamic simulations, researchers can investigate
potential mechanisms by which small molecules
can bind to mutated proteins and inactivate
them, laying out novel treatments and drug
designs that can, for example, prevent the
development of certain types of cancer.
Finally, HPC plays a vital role in the recent effort
to model the human brain. The demanding needs
and the complexity of the task is also inducing
advances in HPC technologies and use modes,
like the flexible federation of supercomputing,
storage, and visualisation resources for the
simulation of complex models and for analysing
huge neuroscientific datasets.

▶ What do you see as the future of HPC
challenges in Europe?

TS: Maybe the biggest challenge is to prepare
ourselves for the era of exascale computing,
which entails several different dimensions. We
need to develop our computing capabilities to
offer exascale computing in Europe, which also
involves improving or re-designing our current
HPC applications, to be able to fully exploit these
exascale capabilities. It will be equally important
to develop the competitive capabilities of
our supply industry so that they can compete
internationally in terms of providing computing
technologies. All of this will be necessary
to develop a world class, competitive HPC
ecosystem in Europe.

▶ These challenges are the reason behind the
EC’s plans to invest with member states
by building a European supercomputer
infrastructure: the EuroHPC Joint
Undertaking (JU). Could you tell us more
about these plans?

TS: After discussing the best ways to address
future challenges, we decided to go ahead
with the creation of the Joint Undertaking
between the member states and the European
Union. This will build on what we have, as
well as address our major weaknesses and
the challenges mentioned above. We want to
build on the existing European excellent efforts
and strengths such as for example on PRACE,
GEANT, the HPC Centres of Excellence, or the
two contractual public private partnerships, the
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ETP4HPC and the Big Data Value Association.
The Joint Undertaking will also, for the first time
in history, buy cutting-edge high-performance
computers jointly with the Member States. We
have promised to provide two pre-exascale
systems, as well as some smaller national
computers to help meet the large demand that
exists for computers of this size.

“We need to develop our
computing capabilities to
offer exascale computing
in Europe, which also
involves improving our
application potential
to be able to use these
exascale capabilities”
▶ You mention demand being great amongst
academia, but conversely SMEs need
encouragement in using HPC resources. How
can we get SMEs and industry to utilise the
power of HPC to its full potential?

TS: In the industrial sector, large enterprises
are already making use of HPC systems and
services as part of their production chain:
marketing (analysing big data), assisted design,
provider logistics, testing by simulation,
distribution optimisation, and more. They are
already “traditional” HPC users, either with
in-house HPC expertise and capacities or ondemand from HPC/cloud providers.
However, the industrial take-up of HPC
technology is low among SMEs. We definitely
need to further encourage the adoption of HPC
by SMEs. We have some ongoing activities in
this sense. The PRACE SHAPE programme and
the Fortissimo project are well established, but
they have only reached a few hundred SMEs,
which is a very small percentage of those that
could exploit the full potential of HPC.
The widening of HPC use is one of the pillars
of the European HPC strategy. The future

EuroHPC Joint Undertaking in preparation
aims to consolidate European leadership in
HPC applications with actions to improve
the accessibility and usability of codes (for
example through the Centres of Excellence),
and making available more resources for
industrial use accessible at EU level.
However, we know that improving the
computing infrastructure and the applications
is not enough. We need to help industry and
in particular SMEs to acquire and build the
necessary internal expertise, with actions to
bridge the gap with the HPC world, in terms of
dissemination, guidance, skills development
and financial support. Cooperation with
local innovation clusters is very important.
For example, HPC could be supported by
future dedicated competence centres that
could operate close to national and regional
supercomputing centres and/or be one of
the elements of the future Digital Innovation
Hubs under development for digitising the
European industry.

▶ How does the EC support training scientists in
working with HPC?

TS: Training scientists is one of the most critical
factors if we want Europe to take full advantage
of HPC. We lack computational scientists
that make HPC a career choice. We still lack a
practical strategy for integrating HPC into the
already crowded scientific and engineering
curricula of European universities. This is why
we count on the important effort of PRACE
through the Advanced Training Centres and the
Training Portal, and the increasing involvement
of HPC Centres of Excellence (CoEs) to tackle
the huge training challenge.
CoEs are domain specific (e.g. weather, material
sciences, health, energy), and their role is to
develop and implement HPC-specific education
and training modules for academia, industry
and SMEs. Within their training modules, CoEs
address the training of a new generation of
scientists on various topics such as emerging
hardware infrastructure, upgrading of code,
data and workflows management, and exascale
programming. We see activities by PRACE and
CoEs as necessary and complementary, and we
are aware that much more is needed at national
and European level to develop the skills and
expertise for the era of exascale computing.
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HPC in Australia: The Pawsey
Supercomputing Centre
The Pawsey Supercomputing Centre in Perth is one of Australia’s two main supercomputing
resource centres, and will be playing a major role in processing data from the upcoming Square
Kilometre Array radio telescope project. We spoke to acting Executive Director Ugo Varetto about
how his career led him to work at Pawsey, and how the centre is looking to position itself as a
leader in data intensive supercomputing.
Ugo Varetto

U

go Varetto began his career as a
software engineer in the field of
computer graphics. His work eventually
took him to California, where he
specialised in programming GPUs. This
expertise then landed him a job at the Swiss National
Supercomputing Centre, where he was tasked with
using the same GPUs to create visualisations for the
various projects being run there.
The world of supercomputing soon cottoned
on to the potential of GPUs outside of the field
of visualisations and graphics, and the Swiss

National Supercomputing Centre had a readymade expert in Varetto. “My career has followed
the same path as the GPUs!” he explains. “My
knowledge of them is what led me into the world
of supercomputing.”
The journey did not end there, though. GPUs are
an integral part of the rapidly growing field of
machine learning, which landed Varetto another
job with the world-renowned supercomputer
hardware company Cray, where he again used his
GPU know-how to this time develop the field of
high performance data analytics.
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Now the acting Executive Director at Pawsey, one of
Australia’s two main supercomputing centres (along
with the National Computational Infrastructure (NCI)
in Canberra), Varetto is building bridges with other
centres around the world as well as collaborating
with researchers to devise methods to solve specific
problems within their fields. He is also the Head of
Data and Visualisation, using his years of knowledge
to help people make sense of the output from their
supercomputing projects.

“One of the best things
about the European
supercomputing ecosystem
is how easy it is to access
other systems”
Pawsey and NCI together form the basis of
Australia’s supercomputing infrastructure, with a
number of smaller clusters spread around various
universities. Both centres are looking to upgrade
their machines soon, which should boost both
of them into the list of the top-25 most powerful
computers in the world.
Based in Perth, Western Australia, Pawsey naturally
has a focus on resources due to the area’s links with
mining and oil. Many of the projects run at Pawsey
focus on improving the processes used in these
industries, as well as other related topics such as the

optimisation of water consumption and sustainable
energy production.
One recent project of interest is investigating the
potential of wave power. “Wave power involves
harnessing the power of the ocean’s waves and
converting it to electricity through a wave energy
converter,” Varetto explains. “Curtin University’s
School of Civil and Mechanical Engineering is working
with Perth company Bombora Wave Power to trial
and refine the ‘mWave’ wave energy converter. They
have developed a series of mathematical models to
predict the volume of electricity that can be generated.
Through the use of our supercomputers, the feasibility
of mWave production can be accurately predicted,
and hopefully lead to its success as a cutting-edge
renewable energy solution for Australia.”
Pawsey is also supporting research into improving
global food security. Assistant Prof Laura Boykin of
The University of Western Australia’s Plant Energy
Biology ARC Centre of Excellence is using the Pawsey
Supercomputing Centre’s resources and expertise
to assist farmers in poverty-stricken Eastern Africa
by building more accurate identification systems
for highly invasive pest species, including Bemisia
tabaci, the silverleaf whitefly, a tiny insect that infests
the cassava crop. Around 700 million people around
the world depend on cassava for their daily calories.
If those crops get infested with one of the viruses
that kill cassava, families would be left with no food
and no income. Therefore, these systems could
potentially bring great benefits to researchers and
farmers all over the world, including Australia.
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The positioning of Pawsey in Perth was determined
by the upcoming Square Kilometre Array (SKA)
project, which will soon be the world’s largest
radio telescope ever built. Telescopes will be
installed 800km north of Perth, as well as at a site
in South Africa, and Pawsey will be responsible for
processing the data from the nearby telescopes.
“Supercomputing is seeing a general shift from
large computational tasks towards dealing with big
datasets,” explains Varetto. “Dealing with real time

data streams, such as those from these telescopes,
as well as working on machine learning problems,
will be the next big challenges for supercomputing.”
Another example of this shift is Pawsey’s recent
project on premature babies. Neonatal wards
at present store paper records of the heart rate,
blood oxygen, and respiratory rate of premature
and ill children, taken at hourly intervals, but this
data recorded on paper represents a fraction of
what monitors read. What is not recorded simply
disappears, risking infant’s health and wellbeing;
including the ability to predict infections such as
Late Onset Neonatal Sepsis (LONS). Without these
predictions, one in five low birth-weight babies
can die from infection. Dr Carolyn McGregor and
her team from the University of Ontario Institute of
Technology have developed the Artemis platform;
a system that supports the acquisition and storage
of patients’ physiological data streams and clinical
information for real-time analytics, retrospective
analysis and data mining. In collaboration with the
Pawsey Supercomputing Centre, the University
of Technology Sydney and the Western Australia
Department of Health, McGregor is bringing her
work to the Australian community for the betterment
of society.
As the acting Executive Director at Pawsey, Varetto
is keen to strengthen ties with other centres around
the world, including those under the governance
of PRACE. His experience of working at the Swiss
National Supercomputing Centre means he is
familiar with the way things work in Europe, and he
believes that a closer working relationship between
Pawsey and PRACE can bring benefits to both sides.
“Australia has grown in recent years to become one
of the best countries in the world at data intensive
science,” he says. “We are excellent at collecting
and sharing big data sets. More than 50 terabytes
of data are streamed daily from the SKA precursor
telescopes to Galaxy, the real time supercomputer
located at the Pawsey Supercomputing Centre.
“One of the best things about the European
supercomputing ecosystem is how easy it is to
access other systems,” he continues. “When I was
working in Switzerland we regularly worked with
systems in Finland and Poland, and I think this type
of sharing is brilliant for research, as it gives access
to resources that one supercomputing centre alone
would never be able to afford. Hopefully in the future
we can strike up a similar deal with PRACE so that
we can become part of that ecosystem too.”

The silverleaf whitefly
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PRACE Key Performance Indicators
Given the scale of computational power in the PRACE portfolio, PRACE-related statistics are
becoming increasingly important to highlight the impact of PRACE on HPC-based research, HPC
know-how in Europe and European industry engagement in HPC.
In 2014, the PRACE Council approved a set of Key Performance Indicators (KPIs) that facilitate the
analysis and evaluation of PRACE achievements and successes.

PRACE’s impact on evolving research
Offer and demand of resources
Figure 1 shows the evolution of PRACE resources offered and
requested in Project Access Calls. PRACE first provided HPC
services in 2010 with contributions from GermanTier-0 systems.
France, Italy and Spain added their contributions gradually. This
is reflected in the constant increase of HPC resources offered
by PRACE to the scientific community until the 6th Call, where a
stable regime was reached. The phasing out of the initial phase of
PRACE (known as PRACE 1) started in the 10th Call, while the second
phase of PRACE (known as PRACE 2) only started in Call 14. This is
reflected in the valley from the 10th Call to the 13th Call. With PRACE
2, a substantial increase in the amount of available resources can

be seen, thanks to the renewed contributions of all the original
PRACE Hosting Members and Switzerland as a new hosting
member. Since the 14th Call an average of 1.9 thousand million core
hours has been offered to the HPC scientific community.
The demand for HPC resources has always exceeded the capacity
of PRACE to provide them. The average oversubscription of PRACE
Calls is 3:1, reaching a 5:1 ratio during the phasing out of PRACE
1. This constant interest in PRACE resources has been driving the
periodic upgrades and additions of new systems that PRACE offers,
specifically with regards to the PRACE 2 programme.

Figure 1 – Core hours offered and requested in each PRACE Call
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Number of projects
During the initial phase of PRACE (known as PRACE 1), the number of
project applications received via PRACE Calls for Proposals for Project
Access exhibited a clear overall upward trend. The phasing-in of
PRACE 1 naturally incited an increase in demand for Tier-0 resources.
This is particularly evident up to the 8th Call, with a large sustained
increase between the 6th and 8th Call, followed by a slight decrease
(Figure 2).

During the phasing-out of PRACE 1, the number of available core
hours dropped (Figure 1), and this decreased the demand, as
researchers anticipated an even stronger competition for the
remaining resources. This trend was mitigated in the 12th and 13th
Call, when PRACE hosting members made additional core hours
available during the preparation of the PRACE 2 programme, which
started in the 14th Call.

A downward trend of rejected projects below the technical quality
threshold is noted, displaying maturity of submitted proposals,
in which researchers put more effort into the quality of their
proposals, as a reaction to increased competition. Moreover, the
evolution reflects the positive outcomes of PRACE Preparatory
Access Calls (including access type C) that enable prior technical
support for application and scalability tests. Figure 2 also highlights
an increase in rejected projects above the scientific threshold,
particularly after the 6th Call. This is correlated with the increase in
total applications.

With the start of PRACE 2, there has been an increase in the number
of projects awarded, which combined with the increase of resources
that started in the 14th call (Figure 1) shows the clear success of
the second phase of PRACE. In this second phase, the scientific
objectives of PRACE have been updated towards an increase of
the scope and excellence of the projects awarded. The minimum
size of allocations has been increased three-fold, and the scientific
threshold as well. The decrease in proposals submitted and the
apparent decrease in their quality in the 15th Call is a positive sign of
the success of this scientific update.

Figure 2 –Total number of Projects, awarded and rejected
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Despite the competition, demand for PRACE resources remains high
and all PRACE calls are oversubscribed (Figure 1), indicating that
scientists consider Tier-0 access an essential asset to their work.
This was also underlined by the PRACE Scientific Steering Committee
(SSC) during the preparation of PRACE 2 (see page 8 for the article by
the Chair of the SSC)

Recurring users
PRACE also keeps track of the submission of Project Access
proposals by recurrent Principal Investigators (PIs) (Figure 3). This
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KPI is created by checking for each call if a PI is new to PRACE.
The ratio of first-time applicants is relatively high - roughly 30
per cent of PIs who submitted to the two Project Access Calls
in 2017 were recurrent applicants to a PRACE Call for Proposals
for Project Access. This means that more than two thirds of
project proposals are submitted by new users. This indicates
that PRACE is continuously attracting new PIs, while remaining
an essential support for existing users. The upward trend of the
ratio of recurrence is visible, particularly from the 6th Call onwards,
influenced by the downward trend on awarded projects, but
recovered with the onset of PRACE 2.

KEY PERFORMANCE INDICATORS

Figure 3 – Ratio of Principal Investigator inter-Call recurrence and related trend line
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International and transnational cooperation
Two-thirds (63%) of resources awarded under the Early Access Call
through to the 15th Call are awarded to “foreign projects”. Foreign
projects are defined as projects with Principal Investigators (PIs)
from a different country (recorded as the country of the PI’s primary
institution ) than the machine on which the research is executed.
The ratio of awarded foreign projects remains rather stable over time

(Figure 4). This shows that the nationality of the PI’s institution does
not influence the chances of a project being awarded, as another sign
of the scientific excellence selection criterion of PRACE Project Access.
It also demonstrates PRACE’s impact in the enhancement of European
and International collaboration.

Figure 4 – Ratios of awarded ‘foreign’ projects (blue) and resources for awarded ‘foreign’ projects (orange)
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Co-funding
PRACE awards are normally developed within larger scientific initiatives,
where HPC resources are part of the needs of the project. PRACE asks
Project Access awardees to declare such synergies.
On average, 75% of PRACE users have declared that their awards
are complemented with EC, national or international funds

(Figure 5). The major fraction corresponds to national
projects, whichhas slowly been showing a downward
trend since the 10th Call. EC funding shows an increasing
trend, coinciding with the implementation of the H2020
programme. International funding remains low, with 8%
being the average contribution.

Figure 5 – Ratios of awarded projects with EC, National, and International support
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PRACE’s impact on growing know-how in Europe
After the rapid increase between 2010 and 2012, a plateau is
evident since 2012. As this indicated that the maximum capacity
of PRACE training offerings had been reached, four new PRACE
Training Centres were opened in 2017 – in IT4Innovations (Czech
Republic), GRNET (Greece), ICHEC (Ireland) and SURFSara
(Netherlands). This acts as a second layer of training and
education, below the previous PATCs.

Since 2008, PRACE has been engaged in providing top-class
education and training for computational scientists in Europe through
the PRACE Advanced Training Centres (PATCs), the International HPC
Summer School, and PRACE Seasonal Schools, with a clear increase
of participants registered (Figure 6).
Six PATCs were first established, and these are CSC – IT Center for
Science Ltd. (Finland), Maison de la Simulation (France), Gauss Centre
for Supercomputing (Germany), CINECA – Consortio Interuniversitario
(Italy), Barcelona Supercomputing Centre (Spain), and EPCC at the
University of Edinburgh (United Kingdom).

PATC / PTC training events, Seasonal Schools and the International
HPC Summer School are offered free of charge to eligible participants
from academia and industry.
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Figure 6 –Number of person-days registered at PRACE Training days between 2008 and 2017
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research and scientific communities, in particular for early stage
researchers and PhD students.

Between August 2008 and December 2017, PRACE provided 36 273
participant-days of training through attendance-based courses, with
an upward attendance trend. PRACE courses were attended by over 11
500 individuals. This shows the effectiveness of PRACE in attracting,
training and retaining competences.

A clear difference of attendance is observed between the first
and second semester of 2017. As observed in Figure 7, the total
number of attendances registered in the first semester (Q1 and Q2)
is significantly higher than during the second semester (Q3 and
Q4). This indicates that the bulk of the training offered occurs in the
first semester, with a notable drop in attendance during Q3 which
corresponds with the summer vacation period.

In 2017 the number of participants attending PRACE courses was 1
858 (1 487 from academia and 371 from non-academia affiliation).
More than 80% of participants attending trainings days have
academic affiliation (1487), illustrating the impact of such event on

Figure 7 –Number of person-days registered at PRACE Training days in 2017
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PRACE’s impact on attracting the industrial sector
between 2008 and 2017 was 1 707 individuals.

The interest of industry in PRACE at high-level international events
has increased steadily over the past years (Figure 8). The total
number of industrial participants showing interest in PRACE during
the two main HPC events (Supercomputing (SC) in the USA, and
the International Supercomputing Conference (ISC) in Germany)

More than half of the companies that visited the PRACE booth at ISC17
and SC17 were first-time visitors. This indicates that industrial interest
in PRACE is growing on both sides of the Atlantic.

Figure 8 - Number of industrial attendees that made contact with the PRACE booth at ISC and SC; and related trend line

Industrial participants in PTCs
360 industrial participants were trained by PRACE in 2017. Eligible
industrial participants enjoy the same service as academic trainees
and can attend PTC courses free of charge.

The average participation of industry in PTC trainings is 15.68%
between 2012 and 2017 (19.7% in 2017). The increasing interest from
industry in participating in HPC training is visible in Figure 9. Over
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Figure 9 – Industrial participation in PTCs training days, and related trend line
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Industrial use of PRACE HPC resources
the 7th Call has had a strong impact on the number of projects
awarded with industrial participants (Figure 10). In other words,
industry suffers more from the competition for PRACE resources
than academia. This trend is starting to change with the start of
PRACE 2.

PRACE opened its Calls for Proposals to industrial applicants mid2012. Industrial participation can take the form of a project led
by a Principal Investigator coming from an industrial enterprise,
or a researcher from industry collaborating in an academia-led
project. The reduction and stabilisation of projects awarded after

Figure 10 – Industry participation in PRACE
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awarded 11 more projects, the third SHAPE Call another eight,
the fourth SHAPE Call an additional four, and the fifth SHAPE
Call (which opened in March 2017) another six.

Regarding the SHAPE pilot, PRACE can report 10 success
stories of SMEs from six different countries benefitting not
only from PRACE HPC resources but, more importantly, from
the know-how in the PRACE centres. The second SHAPE Call
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Expertise through high-class training
As the performance of supercomputers keeps increasing, fully exploiting their capacity is becoming
more and more non-trivial. PRACE continues to provide comprehensive, high-quality training
programmes in order to help researchers gain a competitive edge from high-end computing.

H

collaborates with the recently launched EU Centres of Excellence
(CoEs) for computing applications as well as with other
European initatives (Elixir, EUDAT etc.). During 2017, PRACE has
also piloted online training opportunities via two Massive Open
Online Courses (MOOCs), as well as via its codeVault repository
for HPC code samples.

igh-performance computing (HPC) has become an
essential tool for scientists and engineers both in
research and industry, and well-trained staff is as
important as cutting edge hardware. PRACE provides
world-class training in HPC and in computational science via
regular training courses and training workshops. PRACE also

Training courses

complement the PATC network and widen the reach of PRACE training
across Europe.

The six PRACE Advanced Training Centres at BSC – Barcelona
Supercomputing Center (Spain), CINECA - Consorzio
Interuniversitario (Italy), CSC – IT Center for Science Ltd (Finland),
EPCC at the University of Edinburgh (UK), Gauss Centre for
Supercomputing (Germany) and Maison de la Simulation (France)
have been operational since 2012, and have significantly boosted
the PRACE Training programme.

NB: Early 2018 the PATCs and PTCs were all renamed “PRACE Training
Centres” (PTCs). Both terms are still used in this article to reflect the
practice in 2017.

In 2017 the PATC network was expanded by establishing four
PRACE Training Centres at GRNET - Greek Research and Technology
Network (Greece), ICHEC - Irish Centre for High-End Computing
(Ireland), IT4Innovations (Czech), and SURFsara (Netherlands). PTCs

2014-15
programme

In 2017, PRACE offered 80 courses in the common curriculum (together
in the 2016-2017 and 2017-2018 programmes). The curriculum covers
a wide range of topics in HPC and scientific computing including basic
parallel programmeming, advanced accelerator utilisation, large scale
data analysis and scientific domain based techniques. The table below
shows some key statistics about the curriculum.

2015-16
programme

2016-17
programme

Duration
Number of courses
Total duration (days)
Number of participants

August 14 - July 15
77
219
1 786

August 15 - July 16
73
203
1 561

2017-18
programme
(partial)
August 16 - July 17 August 17 - December 18
78
25
215
73
1 658
582

Female (%)
Non -academic (%)
Average overall rating (0-10)

16.3
15.6
8.4

17.4
20.8
8.4

19.3
19.4
8.5

22.1
16.6
8.5

The topic of the winter school 2017 in Israel was “Fuelling Scientific
Discovery with HPC Infrastructure ”, and it was organised in Tel Aviv
University. 50 people participated.

Specific highlights in the 2017 training programme include:
• Launch of PTCs
• Collaboration with CoEs
• Continual increase in female participants

The spring school 2017 in Cyprus on “System Administration and
Data/Computational Services for Scientific Communities” contained
separate tracks for developers and system administrators. Together
there were 72 participants from all over the Europe.

PRACE Seasonal Schools in 2017
In 2017, four PRACE seasonal schools were held and organised in
Israel, Cyprus, Sweden, and Poland.
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Discovery Environment (XSEDE) project, Canada’s Compute/Calcul
Canada and Japan’s RIKEN Advanced Institute for Computational
Sciences (RIKEN AICS) in organising the International HPC Summer
School on HPC Challenges in Computational Sciences.

There was also another spring school in 2017 in Sweden. The title
of the school was “HPC for Life Sciences”, and it was organised in
collaboration with the BioExcel Centre of Excellence.
The fourth seasonal school in 2017 was organised in autumn in
Gdansk, Poland, with the title “Computational Fluid-Structure
Interaction”, and it gathered 29 participants.

The International HPC Summer school 2017 was held from 25-30
June 2017 in Boulder, Colorado, USA. 80 students and post-docs from
Europe, USA, Canada and Japan participated in the school. Topics
included HPC challenges by discipline (e.g, earth, life and materials
sciences, physics), HPC programming proficiencies, performance
analysis and profiling, algorithmic approaches and numerical
libraries, data-intensive computing, scientific visualisation, and
Canadian, EU, Japanese and USA HPC-infrastructures.

In 2018, three more seasonal schools will be organised. More
information about the seasonal schools is available at:
www.training.prace-ri.eu

International HPC Summer School on HPC Challenges
in Computational Sciences 2017

In 2018 the International HPC Summer school takes place in
Ostrava in the Czech Republic.

For a few years, PRACE has been collaborating with the USA’s
National Science Foundation’s eXtreme Science and Engineering

The International HPC Summer school, Colorado, USA.
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Online training

are “Supercomputing” and “Managing Big Data with R and
Hadoop”, and they can be accessed at www.futurelearn.com/
partners/prace. Both MOOCs were run twice during 2017, and
together they reached over 12 000 participants.

The main online facility for PRACE Training is the PRACE Training Portal
which serves as a single hub for PRACE training events as well as for
training material and tutorials. Training material includes recorded
lectures, lecture slides as well as material and model solutions for
hands-on exercises when appropriate.

PRACE has continued development of the CodeVault repository which
contains various code examples and model solutions of common HPC
programmeming tasks. The code samples are released under open
source licenses and they can be utilised both in HPC training as well as
in building blocks of real-world computing applications. Anonymous
read-access is possible for everyone, and registered users can also
contribute to the repository.

The figure below shows the visitor statistics for the portal for the
whole year of 2017, which is very similar to 2016. The cross-linking of
PRACE and the XSEDE training sites shows up in the high number of
visits from the US.
As a new online-training activity, in 2017 PRACE launched two
massively open online courses (MOOCs). The topics of the MOOCs

Visit the training portal at: www.training.prace-ri.eu

Visitor statistics for the portal, 2017
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FROM THE DESK OF...

The PRACE User Forum

Dr Troels Haugbølle, Chair of the PRACE User Forum, University of Copenhagen, Denmark

T

he PRACE User Forum (UF) represents the
users of PRACE computational resources
and provides a communication channel
for the users to the PRACE research
infrastructure and the computational centres. Our
concerns are generic issues, such as problems in the
review process or during the allocation of resources,
and the provision by PRACE for new use cases that
are currently not catered for. We also try to give
voice to the users of high performance computing
installations in the more general debate about the
development of HPC in Europe.

PRACEdays17
In 2017 the UF held its fifth general assembly in
Barcelona during PRACEdays17 as part of the
European HPC Summit Week. It featured an open
call for contributions, both for presentations as
well as for posters. The UF is working towards
increasing the participation of PRACE users
to make PRACEdays the premier venue for
presenting HPC applications, and in particular
for disseminating research that is been carried
out with the help of PRACE resources. We
strongly encourage any researcher to propose a
contribution for upcoming editions of PRACEdays.
It is an excellent opportunity to showcase results
to a cross-disciplinary audience of fellow HPC
users. At the same time it helps PRACE to illustrate
the very useful role that it fulfills, in particular with
regard to the policy makers who also attend the
event. During the UF general assembly this year we
had an important discussion about gender issues,
and how to recruit and retain women in the PRACE
HPC community.

Peer Review Process
Maybe the most important topic discussed by the
UF over the years has been the peer review process.
PRACE has incrementally made the peer review
process more transparent and objective, often

integrating suggestions made by users. For the
past three years we had the opportunity of having
the peer review process explained by the PRACE
peer review officers during PRACEdays as part of
the UF general assembly. While already a very fair
and transparent process, it can still be improved. In
particular, the UF would like to see a more a detailed
feedback on the final assessment by the Access
Committee, as well as further stricter guidelines for
reviewers. Overall, the interaction with the review
team is very useful and we greatly appreciate their
proactive attitude. In the upcoming PRACEdays18,
the peer review process will come further into focus
by including a discussion with former members of
the Access Committee, which makes the final crossdisciplinary ranking of the applications.

The future of HPC in Europe
In recent years, the discussion about the transition
to Exascale has been very important in the
HPC community. The European Union has just
launched its own exascale initiative, EuroHPC. As
representatives of the largest Tier-0 HPC user base
in Europe, the UF gave its input to the commission.
HPC users have a special responsibility to make
decision-makers aware how important it is that
computational resources are available to the most
qualified users across science and industry. We have
argued for the continuation of scientific excellence
as the sole criterion for access to top-level resources
once sufficient expertise and code-scaling has been
demonstrated. In addition, we suggested the launch
of a new EU funded program aimed at research
groups actively involved in development of scalable
parallel applications. This should support the
development of radically new simulation paradigms
and the optimisation of existing codes stimulating
the creation of a diverse ecosystem of Exascale
ready applications, which is a requisite for having
a large enough user base for the future Exascale
installations envisioned with EuroHPC.
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PRACE projects support the
Research Infrastructure
During 2017, three EC-funded projects – the third, fourth and fifth Implementation Phases of the PRACE project (PRACE-3IP, PRACE-4IP
and PRACE-5IP) – were active and supported the PRACE infrastructure by coordinating the PRACE partners’ activities (including those
of the PRACE aisbl office) for the benefit of the HPC user community. The PRACE projects are joint efforts in which 25 PRACE members
contribute and work together in order to implement the PRACE Research Infrastructure and deliver the best support for PRACE users. The
following table gives an overview of the PRACE projects.

Project Id
Grant Number

Budget
Mio

EC Funds
Mio

Duration

Status

PRACE-PP
RI -211528

16

18.9

10.0

01.01.2008
- 30.06.2010

Completed

PRACE-1IP
RI -261557

21

28.5

20.0

01.07.2010
30.06.2012
-

Completed

PRACE-2IP
RI -283493

22

25.4

18.0

01.09.2011
- 31.08.2013

Completed

PRACE-3IP
RI -312763

26

26.8

19.0

01.07.2012
- 30.06.2014

Completed
PCP 1 completed 31.12.2017

PRACE-4IP
EINFRA 653838

26

16.5

15.0

01.02.2015
- 31.12.2017

Completed

PRACE-5IP
EINFRA - 730913

26

15.9

15.0

01.01.2017 Ongoing
- 30.04.2019

132.0

97.0

(Total)
1

Number
Partners

The Pre-Commercial Procurement Pilot (PCP) is part of the PRACE-3IP project, however with a duration of 66 months.
and the evolution of the technology. Operational services offered by
PRACE are divided into seven categories:

Some highlights of the work of the PRACE projects are reported in
detail in other parts of this annual report, particularly the extensive
training activities of the PRACE Advanced Training Centres, and
dissemination actions such as organisation of the PRACEdays17
conference or the PRACE presence at numerous high-profile HPC
exhibitions and events.

• Network services
• Data services* AAA (authentication, authorisation and accounting)
• Operational security services
• User services
• Monitoring services

The following pages present some of the highlights of the project
work in 2017.

To coordinate the European effort and to provide the best offer,
PRACE collaborates with other EU projects such as GÉANT for
the network services and AEGIS for the AAA services. In terms of
networking, we (together with GÉANT) operate the PRACE network
infrastructure, which connects the majority of HPC centres with a
very fast connection using an approach based on MD-VPN (MultiDomain Virtual Private Network). Continuous monitoring is carried
out using the status of the network and the HPC machines is
operated using iPerf (we are currently switching to PerfSonar) and
ICINGA2, respectively. To take care of all the security issues and
vulnerabilities, we coordinate the PRACE Security Forum.

Operational services for the HPC ecosystem
Continuing the work started in the previous PRACE-IP projects,
PRACE-5IP has been working to maintain the operational services of
the ecosystem of the Tier-0 and Tier-1 pan-European infrastructure.
The PRACE offer during 2017 consisted of seven Tier-0 and 23 Tier-1
systems. For all of these systems, PRACE oversaw the day-to-day
maintenance with a help desk and persistent monitoring of the
resources and services provided. The services provided by PRACE
are described in a service catalogue that was updated during 2017.
This updated version takes into the account the needs of the users
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In addition to the implemented services, there has been an effort to
develop new prototypal services that in the future will be considered
for the implementation in the service catalogue. Among these pilots:
the Urgent Computing environment - to face emergencies where the
need for supercomputing facilities could be crucial; services for large
scale scientific instruments- to answer the needs of facilities such as
ESRF, in- visualisation services; repositories for the European open
source libraries and scientific applications. New services have been
introduced to evaluate lightweight virtualisation technologies and
new prototypes for data analytics services.

an intermediate scaling level without having to face greater restrictions
at the beginning of the optimisation work. In 2017, five Type C and six
Type D projects were supported by PRACE-5IP.
The Call for Proposals for PRACE Preparatory Access is a
continuously open call: www.prace-ri.eu/prace-preparatoryaccess/. Type A and Type B proposals are evaluated shortly
after the proposal submission; Type C and Type D proposals are
evaluated and granted on a quarterly schedule.

DECI
We are also committed to coordinating our work and linking with
other e-Infrastructures and Centres of Excellence (CoEs). In particular,
we are conducting pilots with EUDAT to identify interoperability on
data and to guarantee long-term preservation and sharing. We are
also working on security topics with EGI and networking and security
topics with GÉANT. Finally, we have worked to reach a memorandum
of understanding with the Performance Optimisation and Productivity
(PoP) CoEs to support the provision of services for the profiling and
optimisation of applications.

Applications enabling services
PRACE continues to offer an expanding range of applications enabling
services for both academic and industrial researchers wanting to use
PRACE Tier-0 and/or Tier-1 systems. Current services include:
• Preparatory Access Type C: enabling on Tier-0
• P
 reparatory Access Type D: enabling on Tier-1 and then on to Tier-0
• DECI: access and porting to Tier-1 systems
• SHAPE: helping SMEs exploit HPC systems
PRACE is also actively considering the introduction of further such
services, including access to novel architectures and access for other
industrial researchers. The following sections give more details of
PRACE’s current applications enabling services, with brief case studies.

The Distributed European Computing Initiative (DECI) programme
provides access to Tier-1 HPC resources (national systems) across
Europe. These calls are intended for European academic researchers
whose codes do not scale to a level requiring PRACE Project Access
(Tier-0) but still require significant computational resources. For recent
calls, projects have been limited to a maximum of five million machine
hours with average awards per project of around 2.4 million machine
hours. Resources available for the last call were Cray XC30 systems,
Intel clusters (various processor and memory configurations) together
with hybrid systems (clusters with GPGPU accelerators or Xeon Phi coprocessors). These architectures were made available from 13 different
countries across Europe with 40, year-long projects being awarded time
for this call. The last two calls have been issued jointly with EUDAT to
accommodate a subset of projects that have a need for storage capacity
and associated data services as well as computational resources.
DECI started off life within the Distributed European Infrastructure for
Supercomputing Applications (DEISA) project, later being incorporated
into the early PRACE Implementation Phase projects. For the last three
years DECI has been managed via the PRACE Optional Programme
(OP). We plan to bring DECI under the WP7 (Applications Enabling
and Support) within PRACE-6IP where calls and resources will be
managed, and effort will be available for applications porting to enable
researchers to run their codes on Tier-1 architectures.

SHAPE
Preparatory Access (Type C and Type D)
Access to PRACE Tier-0 systems is managed through PRACE Calls
for Proposals for Project Access, which are issued twice a year. To
apply for Tier-0 resources the application must meet technical criteria
concerning scaling capability, memory requirements, and runtime set
up. To support researchers, PRACE offers the opportunity to test and
optimise their applications prior to applying for a regular production
project. PRACE Preparatory Access (PA) is divided into four different
types of access. Type A and Type B offer direct access to a Tier-0
class system without additional support by the PRACE project. These
types are meant to be used to run scalability runs (Type A) or to do
optimisation work without the help of a PRACE expert (Type B). In
addition to the Tier-0 system access, the PA Type C class also grants
direct support from a PRACE expert in the framework of the PRACE-5IP
project. Finally, Type D access offers users the opportunity to start
the optimisation work on a PRACE national Tier-1 system to ultimately
reach PRACE Tier-0 system scalability, in addition to the PRACE expert
support work. The intermediate access to a Tier-1 system introduces

SHAPE (SME HPC Adoption Programme in Europe) is aimed at assisting
SMEs who have little or no experience in using HPC. SMEs can apply
to the regular SHAPE calls and make a business case for what HPC
would enable them to do (offer new services, reduce time to market,
enhance their products, and so on). Successful applicants to the
programme are paired with an expert from a PRACE partner institution,
who will collaborate with the SME to deliver their proposed solution.
In addition, the SME will get access to PRACE supercomputers and/or
novel hardware.
SHAPE has continued to be productive, with over thirty SMEs to
date being assisted in making use of HPC for their business. In 2017,
the SHAPE second and third call projects concluded and produced
white papers, now available publicly on the SHAPE website. The four
successful projects from the fourth call were initiated and are now
starting to bear fruit. Two new calls for applications to SHAPE will
be continued into 2018, with a further eight SMEs being supported.
SHAPE will be continued into PRACE-6IP.
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Case studies

Preparatory Access: OPtimized mulTI-fluid plasMA Solver (OPTIMAS)

The above pictures show the development of a kink instability in a screw pinch within a tokamak. This has been simulated with
COOLFluiD (https://github.com/andrealani/COOLFluiD/wiki, https://twitter.com/coolfluid) using its time accurate and fully
implicit two-fluid (ion-electron)/Maxwell Finite Volume solver on a rather coarse mesh. The same solver is also used for simulating
solar and magnetospheric plasmas. A finer mesh for this setup was benchmarked through a PA Type C project on JUQUEEN and
Hazel Hen on up to 60 000 cores in 2017.
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Ground state (GS)

Metastable state (MS1)

DECI: Linkage isomerisation

The IsoSwitch project (full title: Design principles for solid-state linkage-isomer systems - a computational survey of
known materials) was a DECI-13 project led by Dr J. M. Skelton at The University of Bath in the UK. This project was
awarded 4.5m CPU hours on the SiSu Cray XC40 supercomputer at CSC in Finland. The project used the VASP and NWChem
software packages to perform quantum-chemical calculations allowing microscopic insight into the isomerisation process
that takes place when stimuli such as heat and light are applied to a ligand. The simulations carried out here aid the
understanding of properties such as the thermal stability of the resulting metastable binding modes that occur in such
processes. The figure above shows the transition from the ground states to the metastable states of NO2 which was one of
the transitions studied. The results are currently being used in conjunction with time-resolved synchrotron measurements
from the Diamond Light Source to identify general design principles for tuning the properties of systems towards specific
solid state applications.

The Annual European Workshop on HPC Centre
Infrastructure

infrastructure, in order to foster in-depth technical exchanges
between experts. Part of the workshop was reserved for PRACE
sites in order to share information on the status and plans of
these sites.

The idea of organising a workshop on HPC centre infrastructure
came from a meeting between experts involved in the preparatory
phase of PRACE that took place in October 2008. During this
meeting, the participants noted that no workshop on HPC centre
infrastructure existed and that such a workshop would be very
useful for sharing experience and knowledge.

Since then, with the same structure as the first one, the European
workshop on HPC centre infrastructure has been organised on
an annual basis by CSCS, CEA, LRZ and KTH. The number of
participants has grown to close to 80 (see attendees chart) with
a growing interest from organisations located outside Europe,
including from the US-based Energy Efficiency HPC Working
Group. Each workshop is documented in a PRACE deliverable,
and important information contained in PRACE White Papers on
infrastructure topics are derived from the workshops.

On this basis, CSCS, CEA and LRZ decided to organise the first
European workshop on HPC centre infrastructure in September
2009. This workshop was very successful with 55 experts
attending, mostly from Europe but also from further afield. This
workshop was on invitation only, targeting experts on HPC centre
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Workshops
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NVIDIA P100 GPUs per node. It provides measures of the power
consumption of the single components and it features a Predictive
Power Aware job scheduler. It is hosted at CINECA, Bologna.

The most recent workshop, hosted by CSCS, took place in April
2017 near Lugano. BSC, CEA, LRZ, PDC-KTH, and PSNC have
collaborated in the committee organising the workshop. This
workshop, still invitation only, was very successful, with 75
participants coming from Europe, America, Australia, and Asia.

The Maxeler system is based on an FPGA solution. Each node features
eight MAX5C DFE (Data Flow Engines) cards. High-end AMD CPUs GPUs that are cooled with hot water - complement the FPGAs. This
system is hosted at JSC, Juelich.

The workshop covered a broad range of topics relevant to HPC
Centre Infrastructure management: standards and regulations,
energy efficiency strategies, total cost of ownership reduction
strategies, energy storage technologies, and trends in the design
as well as procurement procedures for datacentres. The workshop
brought together experts from the vendor side and from the HPC
data centre facility management side. Several presentations
from data centre sites gave an insightful look at topics such as
oil immersion cooling, and quality control of UPS batteries. The
workshop included a detailed visit of the CSCS computing centre.

All of the above describes systems that are designed in order to
improve the energy efficiency of the workloads and they implement
tools that permit the users to to keep all the parameters of energy
consumption under control during the execution of their applications.
The three contractors ported four different applications extracted
from the PRACE EUABS (European Unified Application Benchmark
Suite) and provided benchmarks for both time-to-solution and
energy-to solution for:

The PRACE closed session, held at the end of the workshop,
gathered attendees from Tier-0 and Tier-1 sites. Six site
representatives gave an update on specific datacentre
infrastructure developments and there was an update on
the PRACE precompetitive Programme for HPC architecture
prototypes. The session gave ample opportunity for exchanges
between experts from the PRACE sites.

• BQCD: a quantum physics code that simulates lattice quantum
chromodynamics
• NEMO: a climate modelling code for oceanographic research and
seasonal forecasting
• Quantum ESPRESSO: a material electronic-structure code
• SPECFEM3D: a geodynamic code that simulates 3D seismic wave
propagation

The next workshop, hosted by CINECA, will take place in
Bologna in May 2018. As usual, this event is invitation only,
however people from PRACE sites interested in infrastructure
issues should contact the WP5 leader to get an invitation.
This workshop is the first one prepared under a more formal
organisation defined in a Memorandum of Understanding (MoU),
and a set of guidelines that confirm the role of CSCS, CEA and
LRZ as core programme committee members complemented at
this time by members from BSC, KTH and PSNC.

During the extension of the PRACE-4IP project, these benchmarks
were extended to the full accelerated EUABS Bench and to
operational CoEs codes (HORSE, MaPHyS, PaStiX solver stack)
from the WP7 technical team of PRACE and ported on Atos-Bull
and E4 pilot systems.
After the conclusion of the PCP procedure, we are looking
forward to offering these pilot systems to the community of
PRACE users. This will give the opportunity to test very different
and innovative technologies and to leverage the energy
awareness of the code developers.

PRACE Pre-Commercial Procurement
In 2017, the PRACE Pre-Commercial Procurement (PCP) which
started six years before in the PRACE-3IP project, reached its
conclusion. The aim of this PCP was a “whole system design for
energy efficient HPC”, and was articulated in three phases, the
last of which ended in November 2017. During this third phase,
the three admitted contractors, Atos-Bull SAS (France), E4 (Italy)
and Maxeler (UK) completed the design for an energy efficient HPC
system and produced three pilot systems. Such systems are based
on different architectural solutions targeting energy efficiency.

In October 2017, a workshop was organised by the EoCoE Centre
of Excellence giving the opportunity to test the ATOS-Bull system
and to show to the participants how to exploit the tools for the
optimisation of the energy efficiency of the applications.
At present, we are preparing a PCP Workshop in which the
technical staff from PRACE and the three PCP companies
will discuss the results obtained in the PCP and explain the
techniques of porting and exploitation of the applications on
these new architectures.

The Atos-Bull system is based on an Intel KNL many-core
architecture integrated in a Sequana system. The system is fully
water-cooled and it implements a high definition energy efficiency
monitoring (HDEEM) software. It is currently hosted at the CINES
datacentre in Montpellier.

The final review of PRACE-3IP project (extension of the PCP) took
place in February 2018, and the project was rated “excellent”
after 66 months of very challenging work. The R&D developments
performed by the three technology providers are now on their
way to becoming available to the HPC community.

The E4 system (codenamed D.A.V.I.D.E.) is derived from an
OpenPower architecture, with two IBM Power8 processors and four
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PRACE Events
PRACE is dedicated to promoting its results and achievements to existing and prospective HPC
users and other target audiences through a visible presence at the most influential HPC-focused
exhibitions in Europe and the United States.
PRACEdays17 – Group photo

PRACEdays17 grows beyond expectations

M

ore attendees, more parallel sessions at
PRACEdays17 – all this was successfully embedded
as the central event during the 2nd European
HPC Summit Week from 16 May to 18 May 2017 in
Barcelona, Spain. The fascinating conference included keynotes
about European and international HPC strategy, scientific
achievements, and industrial applications of HPC. The Barcelona
Supercomputing Center (BSC) provided as local host an enjoyable
environment and an excellent organisation.
PRACEdays17 was for the second time part of the European HPC
Summit Week which offered a large number of interesting workshops
from different actors in the HPC eco-system. The entire EHPCSW 2017
welcomed more than 350 attendees and 270 of them participated in
PRACEdays17: a significant growth rate in attendance.
The plenary sessions at PRACEdays17 provided the audience with a
wide range of keynote presentations: from the European Commission
on the European Data Infrastructure (EDI) to an international speaker
from China on Innovation of Intelligent Manufacturing Driven by
Cloud HPC. Several parallel sessions covered a diversity of HPC
related topics from leading speakers from science and industry.
One of the highlights during the plenary session on Wednesday was
the signing of a Memorandum of Understanding (MoU) between
PRACE, RIST (Japan) and XSEDE (USA).
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The third day offered the attendees an interesting panel
discussion on “Support to HPC code: The gap between
scientific code development and Exascale technology. The
software challenges for extreme scale computing faced by
the Community” moderated by Inma Martinez.
PRACEdays17 closed with the traditional Award Session:
• For the first time the PRACE Best Student Poster Award
was presented. Martin Vögele (Max Planck Institute of
Biophysics) received the prize for his poster entitled
“Finite size effects on the dynamics in simulations of
lipid membranes”.
• The PRACE Best Poster Award was awarded to Felipe
Nathan Oliveira (Barcelona Supercomputing Center)
for his poster entitled “Nonlinear electromagnetic
stabilization of ITG microturbulence by ICRF-driven fast
ions in ASDEX Upgrade”
• Fabien Pierrat (Acobiom) received the PRACE Award for
Best Industrial Presentation for his talk on “The MaRS
(Matrix of RNA-Seq) Project”
• Alberto Giacomello (Sapienza University of Rome) took
home the PRACE Award for Best Scientific Presentation.
His talk was entitled “Robust bioinspired surfaces for
underwater operation”
• The PRACE Ada Lovelace Award for HPC was officially
presented to Frauke Gräter (HITS)
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Serge Bogaerts, Managing Director of PRACE aisbl: “I am delighted
to see the PRACE Scientific and Industrial Conference growing each
year. I would like to thank all involved – from organisers to attendees

– for their support and contribution to making this a successful
fourth edition of PRACEdays. I hope to see you all again in Ljubljana
next year!”

PRACE@ISC 2017

I

SC High Performance exhibition gathers the major
stakeholders of the European HPC community. In 2017, ISC
was held in Frankfurt, Germany from 19 to 21 July. PRACE
had a shared booth with the EXDCI project. Throughout
the exhibition days PRACE experts gave short presentations on
different topics to attract ISC visitors. Attendees had the chance
to hear about the latest updates regarding the SHAPE initiative,
training, and the peer review process among others. PRACE also
hosted an interactive diversity panel at the booth led by Women
in HPC (WHPC) co-founder, Tony Collis.

PRACE booth team@ISC 2017

STEM students visiting

the PRACE booth @ISC

2017

Mr. Daichi Mukunoki (left) winner of the PRACE ISC Research
Poster Award with Mr. Serge Bogaerts, PRACE Managing Director
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PRACE@EAGE 2017

T

he European Association of Geoscientists and Engineers (EAGE) is
a multi-disciplinary professional association for geoscientists and
engineers. Founded in 1951 with worldwide membership, the 79th
EAGE Conference took place in Paris between 12 - 15 June 2017.

PRACE was present at the event mainly through a booth in the High
Performance Computing area of the EAGE Exhibition.
Visitors of EAGE were particularly interested in HPC asking a lot of detailed
questions and showing an interest in becoming a user of HPC. Booth staff
informed visitors about HPC resources offered by PRACE to academia and
industry, and about the various PRACE activities and training opportunities.
The following PRACE-related presentations were also given at EAGE 2017:
• Philippe Segers of GENCI, France presented the various ways industry can
obtain access to PRACE HPC resources.
• Dimitri Komatitsch, CNRS Research Director (DR CNRS) at the Laboratory
of Mechanics and Acoustics, Marseille, France, presented the results he
achieved with the support of PRACE.

PRACE supported the first ever STEM students ISC
initiative, which entailed welcoming two groups
of STEM students at the booth and informing
them about PRACE training opportunities. PRACE
training experts attended the gala event and
answered the students’ questions.
For the first time PRACE sponsored the PRACEISC Research Poster Award. Mr. Daichi Mukunoki
of RIKEN Advanced Institute for Computational
Science (Japan) won this award for his poster
called Implementation and Evaluation of 2.5D
Matrix Multiplication on K Computer, co-authored
by Toshiyuki Imamura.
Another highlight of the week was the signing
of the Memorandum of Understanding with the
Centre for High Performance Computing, South
Africa Centre for High Performance Computing
(CHPC), South Africa. Serge Bogaerts, PRACE
Managing Director, and Happy Sithole,
CHPC Director, signed a Memorandum of
Understanding (MoU) between their two
organisations on 20 June 2017. The inspiration
for this MoU came from informal meetings

Signing the MoU betwe

en CHPC and PRACE

between PRACE and CHPC at the International Conference on Research
Infrastructure (ICRI), in October 2016 in Cape Town, South Africa.
More than 300 people visited the PRACE booth to engage in interesting
conversations about HPC and to gather more information about the
PRACE project.
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PRACE booth team @SC2017

PRACE@SC17

I

In 2017, the Supercomputing Conference (SC) took place in Denver,
Colorado in the USA. This event brings together the international
supercomputing community on a global level. PRACE was present on the
exhibition floor to promote the European HPC infrastructure. To highlight
the European HPC ecosystem, PRACE and EXDCI shared the booth space for
the second time at SC17.
A wide range of presentation topics promoted the different PRACE activities and
attracted SC visitors. The PRACE team and guest speakers were given ample
opportunity to have inspired discussions with the attendees.

Furthermore, PRACE was pleased to contribute again to the SC17 Scavenger Hunt
organised by the Students@SC programme. This allowed the PRACE team to interact
with undergraduate international students and to inform them about the training
and education possibilities in PRACE when they dropped by the booth.
The PRACE booth welcomed over 500 visitors during the exhibition and offered 19
mini-presentations.
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Dieter Kranzlmüller, LRZ: The NOMAD Laboratory, a
European Centre of Excellence
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PRACE met future scientists at EUCYS 2017

T

he European Union Contest for Young
Scientists (EUCYS), which gathers
the winners of national science
contests at international level each
year, is an interesting opportunity for PRACE
outreach activities to high school students.
PRACE sponsored for the second time a prize in
computational science. EUCYS 2017 took place
from 22 to 27 September 2017 in Tallinn, Estonia
and was organised by the Estonian Research
Council. The contest is managed by the DirectorateGeneral for Research and Innovation of the
European Commission each year in cooperation
with a hosting country.
PRACE was present with a stand at EUCYS to inform
the young scientists about the possibilities of
supercomputers and the different PRACE activities in
Training and Education.
Robert-Jan Smits, Director-General of the DG for
Research and Innovation, EC opened with a warm
welcome speech the EUCYS Award Ceremony, which
took place on Tuesday 26 September 2017. PRACE
was delighted to hand over the special PRACE travel
prize to Adomas Paulauskas from Lithuania for his
work on “Virtual Reality Games for Rehabilitation”.
The PRACE prize consists of a visit to the
supercomputer facilities at PRACE member SurfSara
in Amsterdam, including travel and accommodation.
The Award Ceremony gave an amazing platform to
so many talented young scientists to be celebrated
and honoured for their research work.

DI4R 2017: Connecting the building blocks for Open Science

T

he second edition of the Digital Infrastructures for Research (DI4R)
conference was held on 30 November and 1 December 2017 in
Brussels. Europe’s leading e-infrastructures, EGI, EUDAT, GÉANT,
OpenAIRE, PRACE and RDA Europe, invited all researchers, developers
and service providers for two days of brainstorming and discussions at DI4R
under the theme “Connecting the building blocks for Open Science”. For the
first time PRACE participated in the Organisation and Programme Committees
of this innovative conference.
DI4R 2017 displayed the policies, processes, best practices, data and services
that – leveraging today’s national, regional, European and international
initiatives –are the building blocks of the European Open Science Cloud and
European Data Infrastructure.
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The conference demonstrated how open
science, higher education, and innovators
can benefit from these building blocks, and
will contribute to advance integration and
cooperation between initiatives.
A call for participation for lightning talks,
posters and demonstrations was opened and
yielded great interest.
The preparations for the 2018 edition
are already underway:
www.digitalinfrastructures.eu/
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